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Background

The Enhance project (“Enhancing the Performance Predictability
of Grid Applications with Patterns and Process Algebras”) arose
because users of structured parallel programming methods wanted
better methods to predict run-times of their applications.

Simultaneously, developers of timed process algebras had methods
and tools which they wanted to apply.
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Background: motivation

One use of performance predictions is to improve scheduling
decisions in large computational grids.

Current performance
parameters obtained from the
Network Weather Service.

Highly abstract model
components configured to
represent different scheduling
possibilities.

Fast evaluation and
comparison of alternatives.
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Background: motivation

One use of performance predictions is to improve scheduling
decisions in large computational grids.
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In a grid processors are
heterogeneous and
dynamic.
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Background: motivation

One use of performance predictions is to improve scheduling
decisions in large computational grids.
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The dynamic nature may
mean that tasks have to be
re-scheduled during the
course of the computation.
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Background: problems

. . . large computational grids . . .

Many jobs, many nodes.

. . . fast evaluation and comparison of alternatives . . .

Repeatedly evaluate performance measures on-line.

Caught on camera . . .
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Start of the Enhance project: worried
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Serendipity: applying PEPA to Systems Biology

Jane Hillston became interested in applying her process
algebra to modelling cellular signalling pathways.

Computational biology uses very different methods of
numerical evaluation to those used in computer system
performance modelling.

The methods used by biologists have the advantage that they
are best applied to large volumes of reactants.

Now . . .
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The Enhance project now: relaxed
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Modelling and analysis

2 Quantitative modelling with CTMCs and ODEs
Modelling with quantified process algebras
Analysis based on Continuous-time Markov Chains
Analysis based on Ordinary Differential Equations

3 Performance modelling with process algebras
Performance Evaluation Process Algebra
PEPA model of jobs and servers
Analysis of the model
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Addressing the challenges
Modelling and analysis

Challenges of Grid-scale computing

Grid computing is characterised by

heterogeneity

provide a modelling language to describe diverse systems

scheduling and re-scheduling

provide a low-cost analysis of time-dependent behaviour

scale

provide a parametric analysis which scales to large job sizes

failures

allow custom recovery procedures to be specified
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Addressing the challenges

Use a high-level programming model to structure code.

Cole’s “algorithmic skeletons” (eSkel library)

Use a high-level monitoring system to collect data.

Wolski’s Network Weather Service (NWS)

Use a high-level modelling language to analyse performance.

Hillston’s Performance Evaluation Process Algebra
(PEPA)
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Addressing the challenges
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Algorithmic skeletons

library of skeletons

many real applications can use these skeletons

modularity, configurability

Edinburgh Skeleton Library eSkel (MPI) [Cole02]

Stephen Gilmore. LFCS, University of Edinburgh. Enhance project: http://groups.inf.ed.ac.uk/enhance/



Challenges of Grid-scale computing
Quantitative modelling with CTMCs and ODEs

Performance modelling with process algebras
Commentary and comparison

Addressing the challenges
Modelling and analysis

eSkel Skeletons: brief description

Pipeline and Farm: classical skeletons, defined in a very
generic way

Deal: similar to farm, except that the tasks are distributed in
a cyclic order

HaloSwap: 1-D array of single process activities, repeatedly:

1 exchanging data with immediate neighbours;
2 processing data locally; and
3 deciding collectively whether to proceed with another

iteration

Butterfly: class of divide and conquer algorithms
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eSkel Skeletons: task/data parallel

Skeletons are commonly classified as

task parallel: dynamic communication processes to distribute
the work – pipeline, farm

data parallel: works on a distributed data structure – map,
fold

control skeletons: sequential modules and iteration of
skeletons – seq, loop

eSkel: only requires task parallel skeletons

data parallel skeletons: use of the eDM
control expressed directly through the C/MPI code
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Network Weather Service

Dynamic forecast of the performance of network and
computational resources

Just a few scripts to run on the monitored nodes

Information we use:

avi — fraction of CPU available to a newly-started process on
the processor i
lai,j — latency (in ms) of a communication from processor i to
processor j
cpui — frequency of the processor i in MHz (/proc/cpuinfo)
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Modelling and analysis

We describe the workload and the computing fabric as a
high-level model in PEPA.

We map PEPA models into ordinary differential equations
(ODEs) for solution.

The analysis is supported by an automated tool which handles
the transformation from the high-level process algebra model
into ODEs and numerical integration.

The results are returned to the user as a plot of the numbers
of model components as a function of time.
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Modelling with quantified process algebras

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

This example defines a system with nine reachable states:

1 P1 ‖ P1

2 P1 ‖ P2

3 P1 ‖ P3

4 P2 ‖ P1

5 P2 ‖ P2

6 P2 ‖ P3

7 P3 ‖ P1

8 P3 ‖ P2

9 P3 ‖ P3

The transitions between states have quantified duration r which
can be evaluated against a CTMC or ODE interpretation.
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 0:

1 1.0000

2 0.0000

3 0.0000

4 0.0000

5 0.0000

6 0.0000

7 0.0000

8 0.0000

9 0.0000
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 1:

1 0.1642

2 0.1567

3 0.0842

4 0.1567

5 0.1496

6 0.0804

7 0.0842

8 0.0804

9 0.0432
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 2:

1 0.1056

2 0.1159

3 0.1034

4 0.1159

5 0.1272

6 0.1135

7 0.1034

8 0.1135

9 0.1012
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 3:

1 0.1082

2 0.1106

3 0.1100

4 0.1106

5 0.1132

6 0.1125

7 0.1100

8 0.1125

9 0.1119
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 4:

1 0.1106

2 0.1108

3 0.1111

4 0.1108

5 0.1110

6 0.1113

7 0.1111

8 0.1113

9 0.1116
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 5:

1 0.1111

2 0.1110

3 0.1111

4 0.1110

5 0.1110

6 0.1111

7 0.1111

8 0.1111

9 0.1111

Stephen Gilmore. LFCS, University of Edinburgh. Enhance project: http://groups.inf.ed.ac.uk/enhance/



Challenges of Grid-scale computing
Quantitative modelling with CTMCs and ODEs

Performance modelling with process algebras
Commentary and comparison

Modelling with quantified process algebras
Analysis based on Continuous-time Markov Chains
Analysis based on Ordinary Differential Equations

Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 6:

1 0.1111

2 0.1111

3 0.1111

4 0.1111

5 0.1110

6 0.1111

7 0.1111

8 0.1111

9 0.1111
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Analysis based on Continuous-time Markov Chains

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using transient analysis we can evaluate the probability of each
state with respect to time. For t = 7:

1 0.1111

2 0.1111

3 0.1111

4 0.1111

5 0.1111

6 0.1111

7 0.1111

8 0.1111

9 0.1111
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Analysis based on Ordinary Differential Equations

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 0: P1 2.0000
P2 0.0000
P3 0.0000
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Analysis based on Ordinary Differential Equations

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 1: P1 0.8121
P2 0.7734
P3 0.4144
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Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 2: P1 0.6490
P2 0.7051
P3 0.6457
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Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 3: P1 0.6587
P2 0.6719
P3 0.6692
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Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 4: P1 0.6648
P2 0.6665
P3 0.6685
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Analysis based on Ordinary Differential Equations

Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 5: P1 0.6666
P2 0.6663
P3 0.6669
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Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 6: P1 0.6666
P2 0.6666
P3 0.6666
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Tiny example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1)

Using the ordinary differential equation semantics we can com-
pute the expected number of each type of component.

For t = 7: P1 0.6666
P2 0.6666
P3 0.6666
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Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 0: P1 3.0000
P2 0.0000
P3 0.0000
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 1: P1 1.1782
P2 1.1628
P3 0.6590
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 2: P1 0.9766
P2 1.0754
P3 0.9479
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 3: P1 0.9838
P2 1.0142
P3 1.0020
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 4: P1 0.9981
P2 0.9995
P3 1.0023
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 5: P1 1.0001
P2 0.9996
P3 1.0003
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 6: P1 1.0001
P2 0.9999
P3 1.0000
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Analysis based on Ordinary Differential Equations

Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 7: P1 1.0000
P2 0.9999
P3 0.9999
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Slightly larger example

P1
def
= (start, r).P2 P2

def
= (run, r).P3 P3

def
= (stop, r).P1

System
def
= (P1 ‖ P1 ‖ P1)

A slightly larger example with a third copy of the process also
initiated in state P1.

For t = 8: P1 1.0000
P2 1.0000
P3 1.0000
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What just happened?

An ODE specifies how the value of some continuous variable varies
over continuous time. For example, the temperature in a container
may be modelled by an ODE describing how the temperature will
change dependent on the current temperature and pressure. The
pressure can be similarly modelled and the equations together form
a system of ODEs describing the state of the container.
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What just happened?

In a PEPA model the state at any current time is the local
derivative or state of each component of the model. When we
have large numbers of repeated components it can make sense to
represent each component type as a continuous variable, and the
state of the model as a whole as the set of such variables. The
evolution of each such variable can then be described by an ODE.
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What just happened?

The PEPA definitions of the component specify the activities
which can increase or decrease the number of components
exhibited in the current state. The cooperations show when the
number of instances of another component will have an influence
on the evolution of this component.
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Isn’t this just the Chapman-Kolmogorov equations?

It is possible to perform transient analysis of a continuous-time
Markov chain by solving the Chapman-Kolmogorov differential
equations:

dπ(t)

dt
= π(t)Q

[Stewart, 1994]

That’s not what we’re doing. We go directly to ODEs.
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Isn’t this just the Chapman-Kolmogorov equations?

It is possible to perform transient analysis of a continuous-time
Markov chain by solving the Chapman-Kolmogorov differential
equations:

dπ(t)

dt
= π(t)Q

[Stewart, 1994]

That’s not what we’re doing. We go directly to ODEs.
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What’s the value proposition?

The bottleneck for Markovian modelling of systems is the size
of the solution vector, which is bounded by the product of the
state-space sizes of the processes which are composed in
parallel (“state-space explosion”).

The size of the solution vector for the system of ODEs may be
exponentially smaller.
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What’s the value proposition?

The bottleneck for Markovian modelling of systems is the size
of the solution vector, which is bounded by the product of the
state-space sizes of the processes which are composed in
parallel (“state-space explosion”).

The size of the solution vector for the system of ODEs may be
exponentially smaller.
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Originality

The novelty here is that this is the first report on the benefits
of mapping timed process algebras to ordinary differential
equations for analysis instead of to continuous-time Markov
chains, semi-Markov processes or generalised semi-Markov
processes.

In addition, we believe it to show the potential for ODEs,
however they are obtained, to be used as a modelling tool for
Grid compute clusters. We suggest that this is particularly
valuable for making rapid performance predictions to be used
when on-line scheduling and re-scheduling decisions have to
be made.
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Originality

The novelty here is that this is the first report on the benefits
of mapping timed process algebras to ordinary differential
equations for analysis instead of to continuous-time Markov
chains, semi-Markov processes or generalised semi-Markov
processes.

In addition, we believe it to show the potential for ODEs,
however they are obtained, to be used as a modelling tool for
Grid compute clusters. We suggest that this is particularly
valuable for making rapid performance predictions to be used
when on-line scheduling and re-scheduling decisions have to
be made.
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Outline

1 Challenges of Grid-scale computing
Addressing the challenges
Modelling and analysis

2 Quantitative modelling with CTMCs and ODEs
Modelling with quantified process algebras
Analysis based on Continuous-time Markov Chains
Analysis based on Ordinary Differential Equations

3 Performance modelling with process algebras
Performance Evaluation Process Algebra
PEPA model of jobs and servers
Analysis of the model

4 Commentary and comparison
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Performance Evaluation Process Algebra

PEPA components perform activities either independently or in
co-operation with other components.

The rate at which an activity is performed is quantified by some
component in each co-operation. The symbol > indicates that the
rate value is quantified elsewhere (not in this component).

(α, r).P Prefix
P1 + P2 Choice
P1 BC

L
P2 Co-operation

P/L Hiding
X Variable
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Performance Evaluation Process Algebra

PEPA components perform activities either independently or in
co-operation with other components.

The rate at which an activity is performed is quantified by some
component in each co-operation. The symbol > indicates that the
rate value is quantified elsewhere (not in this component).

(α, r).P Prefix
P1 + P2 Choice
P1 BC

L
P2 Co-operation

P/L Hiding
X Variable
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Performance Evaluation Process Algebra

PEPA components perform activities either independently or in
co-operation with other components.

The rate at which an activity is performed is quantified by some
component in each co-operation. The symbol > indicates that the
rate value is quantified elsewhere (not in this component).

(α, r).P Prefix
P1 + P2 Choice
P1 BC

L
P2 Co-operation

P/L Hiding
X Variable
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Derived forms and additional syntax

P1 ‖ P2 is a derived form for P1 BC
∅

P2.

Because we are interested in transient behaviour we use the
deadlocked process Stop.

When working with large numbers of jobs and servers, we write
P[n] to denote an array of n copies of P executing in parallel.

P[5] ≡ (P ‖ P ‖ P ‖ P ‖ P)
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Derived forms and additional syntax

P1 ‖ P2 is a derived form for P1 BC
∅

P2.

Because we are interested in transient behaviour we use the
deadlocked process Stop.

When working with large numbers of jobs and servers, we write
P[n] to denote an array of n copies of P executing in parallel.

P[5] ≡ (P ‖ P ‖ P ‖ P ‖ P)
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Möbius modelling
platform

(University of Illinois)

PRISM
model checker

(Birmingham University)

PRISM
model checker

(Birmingham University)

Imperial PEPA
Compiler/Dnamaca

and Hydra
(Imperial College)

Imperial PEPA
Compiler/Dnamaca

and Hydra
(Imperial College)

PEPA
Workbench

(Edinburgh University)

PEPA
Workbench

(Edinburgh University)

PEPAroni
simulation engine

(Edinburgh University)

PEPAroni
simulation engine

(Edinburgh University)

-�

?

@
@@I

�
���

PEPA

Stephen Gilmore. LFCS, University of Edinburgh. Enhance project: http://groups.inf.ed.ac.uk/enhance/



Challenges of Grid-scale computing
Quantitative modelling with CTMCs and ODEs

Performance modelling with process algebras
Commentary and comparison

Performance Evaluation Process Algebra
PEPA model of jobs and servers
Analysis of the model

Tool Support: PEPA and CTMCs
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Modelling jobs and nodes

Consider jobs with a number of ordered stages. (Here three.)

Jobs must be loaded onto a node before execution. Stage 1 must
be completed before Stage 2 and Stage 2 before Stage 3. After
Stage 3 the job is cleared by being unloaded from the node, and is
then finished.

Here the number of compute jobs is larger than the number of
nodes available to execute them. Nodes specify the rate at which
jobs are completed.
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PEPA model of jobs and nodes

Jobs

Job
def
= (load ,>).Job1

Job1
def
= (stage1 ,>).Job2

Job2
def
= (stage2 ,>).Job3

Job3
def
= (stage3 ,>).Clearing

Clearing
def
= (unload ,>).Finished

Finished
def
= Stop

Stephen Gilmore. LFCS, University of Edinburgh. Enhance project: http://groups.inf.ed.ac.uk/enhance/



Challenges of Grid-scale computing
Quantitative modelling with CTMCs and ODEs

Performance modelling with process algebras
Commentary and comparison

Performance Evaluation Process Algebra
PEPA model of jobs and servers
Analysis of the model

PEPA model of jobs and nodes

Nodes

NodeIdle
def
= (load , r0).Node1

Node1
def
= (stage1 , r1).Node2

Node2
def
= (stage2 , r2).Node3

Node3
def
= (stage3 , r3).Node4

Node4
def
= (unload , r0).NodeIdle
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PEPA model of jobs and nodes

System

NodeIdle[100] BC
L

Job[1000]

where L is { load , stage1 , stage2 , stage3 , unload }.
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Analysis of the model

Analysis of the model proceeds by choosing particular values for
the rates. The values below are chosen to make the analysis easy
to follow.

Rate Value Interpretation

r0 1 (Un)loading takes one time unit
r1 0.1 Stage 1 takes ten time units
r2 0.05 Stage 2 takes twenty time units
r3 0.025 Stage 3 takes forty time units
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Analysis of the model: Nodes
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Analysis of the model: Jobs
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A failure/repair model

We take the modelling decision to ignore the potential failures
which could occur during the very brief stages of loading and
unloading jobs.

We model a failure and repair cycle taking a job back to re-execute
the present stage (rather than restart the execution of the job from
the beginning).
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Nodes

NodeIdle
def
= (load , r0).Node1

Node1
def
= (stage1 , r1).Node2 + (fail1 , r4).NodeFailed1

Node2
def
= (stage2 , r2).Node3 + (fail2 , r4).NodeFailed2

Node3
def
= (stage3 , r3).Node4 + (fail3 , r4).NodeFailed3

Node4
def
= (unload , r0).NodeIdle

NodeFailed1
def
= (repair1 , r5).Node1

NodeFailed2
def
= (repair2 , r5).Node2

NodeFailed3
def
= (repair3 , r5).Node3
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Failure rates

With regard to the rates of failure of jobs, we estimate that one in
ten jobs may fail during stage 3 (and so one in 20 during stage 2
and one in 40 during stage 1) and that the cost of repairs is
relatively high, perhaps requiring a reboot of the failed node.

Rate Value Interpretation

r4 0.0025 On average 1 in 10 stage 3
jobs will fail

r5 0.0025 Repairing may require the reboot
of a node
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Analysis of the failure/repair model: Nodes
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Analysis of the failure/repair model: Jobs
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Commentary and comparison

Previous performance modelling with PEPA used
continuous-time Markov chains (CTMCs). These admit
steady-state and transient analysis (by solving the CTMC).

Steady-state is cheaper but less informative. Transient is more
informative but more expensive.

Major drawback: state-space explosion. Generating the
state-space is slow. Solving the CTMC is slow.

In practice effective only to systems of size 106 states, even
when using clever storage representations.
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Commentary and comparison

Mapping PEPA to ODEs admits course-of-values analysis by
solving the ODE (akin to transient analysis).

Major benefit: avoids state-space generation entirely.

Major benefit: ODE solving is effective in practice, leaning
towards suitability for on-line scheduling.

Effective for systems of size 10106
states and beyond.
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Discussion: process algebras and ODEs

Models in the PEPA stochastic process algebra are concise,
and under the application of Hillston’s method, they generate
a system of ODEs the number of which is linear in the
number of distinct component types in the PEPA model.

Thus there is no hidden cost in the use of the high-level
language but there are many advantages.

PEPA models can be checked for freedom from deadlock,
satisfaction of logical properties, or compared using relations
such as bisimulation.
As a compositional modelling language PEPA components can
be re-used in other models, promoting best practice.
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Analysis capabilities

Numerical integration, course-of-values analysis
Interested in the solution of initial value problems
Verification at process algebra level (freedom from deadlock)

High-level abstract models

Efficient solution of scalable models
Not yet applied at the application level
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