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1   Introduction

The AMI corpus is a collection of multi-modal meeting recordings. The majority of meetings were elicited using a scenario whereby groups of four participants played different roles in a corporate design team. The remaining non-scenario meetings also consist of four participants, and involve university research groups. Your job is to watch videos of these meetings and, depending on the site where you work, label individual actions and communicative movements driven by the head, hands, legs, or trunk. 

2   The task

Code individual actions and gestures (hereafter called events) using one of four sets of mutually exclusive tags, or gesture layers. These are known as head.xml, hand.xml, leg.xml, and trunk.xml, corresponding to head, hand, leg, and trunk movements, respectively. Label events one meeting participant at a time, making use of the different close-up and room-view videos provided, as appropriate. Gesture layers are to be annotated separately, each having been assigned to a specific annotation site. Of the following subsections 2.1, 2.2, 2.3, and 2.4, read only that which describes the gesture layer you will be annotating (also see Appendix A).

When coding events, the start and end points of each gesture or action should be included. Be aware that the end time of an event is recorded when you select another tag. Annotators should attempt to capture the preparation, hold, and retraction/rest phases of an event. (Note that phasing does not apply to the trunk events sit_upright, lean_forward, and lean_backward, which tend to be more gradual.) No segment of the video should be without a label. For this reason, each gesture layer features a default ‘no gesture’ tag and an ‘other gesture’ tag, to be applied to an event (or state) when none of the other labels fit. Gesture layers also feature an ‘off camera’ tag for use at the start and end of a recording, and when a participant leaves the camera view.

The most important consideration with respect to coding head and hand events is the intentionality of the participant. Extended index finger events, for example, should not always be interpreted as pointing gestures, since this form of hand gesture may also be used in non-communicative hand movements, such as beats (see Section 2.2). It is up to the annotator to follow along with the accompanying speech and judge whether such movements were intended to index or signal the location of a referent. Intentionality in head and hand movement coding is described in more detail in the following two subsections.

2.1 Head gesture layer

As indicated above, all head event tags reflect intention rather than form. For this gesture layer, your focus should be in determining whether an event is intended to communicate information. Use the default tag no_comm_head for all other head movements and states. For example, participants frequently move their heads as a means of redirecting their gaze at someone or something in the room. Speakers also look up and make eye contact with the interlocutor at the end of speaking turns. Both types of movement are considered non-communicative and should be labeled using the no_comm_head tag. Alternatively, a participant who tilts or hinges her head to one side may be exhibiting a pointing gesture (coded using the deixis_signal tag). Again, your job is to make use of the accompanying dialogue and any additional cues for selecting the appropriate tag. Be aware that gestures do not always reflect what is said, e.g. the speaker says ‘yes’ while tilting her head upward to signal comprehension failure. You should also be careful to distinguish head events from eye gaze and trunk driven movements.

The following tags are for coding communicative head events:

· concord_signal – Signals agreement, comprehension, or a positive response to a yes-no question; often characterized by a head nod

· discord_signal – Signals uncertainty, comprehension failure, or disagreement; these are gestures which disrupt the flow of discourse; often characterized by a head shake or tilt

· negative_signal – Signals a negative response to a yes-no question; usually characterized by a head shake

· turn_ signal – Abrupt head movement signaling an effort by the listener to take the speaking floor

· deixis_signal – A pointing gesture involving the head

· emphasis_signal – Signals an effort by the speaker to accentuate or highlight a particular word or phrase; often characterized by a head bob, nod, or shake

The remaining head event tags include:

· other_comm_head – All other communicative head gestures

· no_comm_head (default) – No communicative head gesture

· off_camera – Participant leaves camera view

2.1.1 Nods and shakes

An extra level of annotation is needed to mark whether a gesture was expressed in the form of a head nod or shake. For example, people generally express concord by nodding, while discord and negative responses are often associated with a head shake. 

· nod (n):  Vertical, up-and-down (or down-and-up) movement of he head; includes small, large, and oscillatory/repetitive head nods; may be associated with the concord_signal, emphasis_signal, and other_comm_head tags

· shake (s): Horizontal, side-to-side rotation of the head; includes small, large, and oscillatory/repetitive head shakes; may be associated with the discord_signal, negative_signal, emphasis_signal, and other_comm_head tags

Nod and shake (i.e. n and s) should be treated as attributes that call attention to certain communicative head events, e.g. concord_signal, discord_signal, etc., and not as separate tags. No marking is required if you encounter either form being used in a non-communicative way, e.g. a participant tries to shake a fly off her head. 

See Section 4d for details about how n and s attributes are encoded.
2.2 Hand gesture layer

As with the head gesture layer, all hand event tags reflect intention over form, and whether a given movement is communicative. Tags describe a set of deictic and non-deictic events, both of which are detailed in the following subsections. Annotators must further distinguish left-handed (LH), right-handed (RH), and both-handed (BH) events. Here, the assumption is that participants are not likely to exhibit two different hand gestures simultaneously.

Small, rhythmic hand movements used to emphasize a particular word or depict the pacing of an event, also known as beats, should be coded with the default tag no_comm_hand. (Example: A participant knocks repeatedly on the table, hits a glass with a spoon, or waves left hand briefly up and down along with the phrase "That's fine.") Note that a communicative movement, such as a pointing gesture, can morph into a beat, necessitating the use of two tags, e.g. point_a_whiteboard and no_comm_hand. Actions that involve writing or drawing on the whiteboard or notepads and use of a laptop computer have been tracked separately and should also be labeled as no_comm_hand.

2.2.1 Deictic events

Deictic gestures, or pointing events, are used in indexing or signaling the location of discourse aspects in physical space. While pointing normally involves extending an index finger in the direction of the referent, it may also be performed using a combination of the index, third, and fourth fingers, one or both thumbs, an extended arm, or a pen or other artefact. The present coding scheme recognizes three categories of deictic event referring to the named entity types PERSON, ARTEFACT, and LOCATION.

Pointing gestures that reference entities under PERSON comprise four PARTICIPANT subnodes. For scenario meetings, these correspond to the different roles assigned to participants at the beginning of each trial (see Appendix B). There is also a tag (point_p_other) for gestures that reference non-participants. If a participant points to herself, use the tag that corresponds to her assigned meeting role.

· point_p_pm – Points to Project Manager (PM)

· point_p_ui – Points to User Interface Specialist (UI)

· point_p_id – Points to Industrial Designer (ID)

· point_p_me – Points to Marketing Expert (ME)

· point_p_other – Points to non meeting participant(s); includes the experimenter and other persons, real or imagined

Pointing gestures that reference entities under ARTEFACT correspond to a set of objects present during each meeting recording. In addition to pointing to actual artefacts in the room, meeting participants may also point to artefacts not present during recording, as well as referencing the location of imaginary objects in physical space. For this second category of deictic event involving artefacts, use the point_a_other tag.

· point_a_slide – Points to PowerPoint slides

· point_a_whiteboard – Points to whiteboard

· point_a_laptop – Points to laptop or peripheral laptop device

· point_a_document – Points to written document

· point_a_other – Points to other artefact

Pointing gestures that reference entities under LOCATION can include actual locations within or outside the meeting room, e.g. the floor, or an adjacent room, as well as strictly conceptual or imaginary locations, e.g. the Real Reaction corporate headquarters.

· point_l – Points to location

2.2.2 Non-deictic events

Code non-deictic events with the following tags:

· comm_interact_a  – Signals an object is in focus; may involve passing, reaching for, or displaying an artefact; not for coding deictic events, e.g. pointing at an artefact, or  using an artefact as a pointing device (see the set of deictic event tags in Section 2.2.1)

· other_comm_hand  – All other communicative hand gestures; includes representational and emblematic hand events, e.g. outlining the shape of a pear, or signaling the ‘okay’ hand gesture

· no_comm_hand (default)  – No communicative hand gesture; includes writing, drawing, eating, drinking, sculpting Play-Doh, holding or fiddling with an artefact, etc.

· off_camera – Participant leaves camera view

2.3 Movement (also called Leg) gesture layer
The following tags are used for tracking the location of participants in the meeting room:

· off_camera – the participant in question is outside of the camera view

· sit (default) – the participant sits at the meeting table, listening, talking, adjusting her posture, fiddling with the prototype, etc. This tag is used regardless of where the participant sits, i.e. seat swapping does not affect the fact that she is sitting.

· take_notes – a participant is writing on the notepad or the computer (short interruptions in note-taking (<1-2sec) can be ignored and incorporated into the same segment). This tag refers to writing activity while a participant is sitting (and is therefore a subset of sit), and does not refer to other similar activities, like writing on the whiteboard.

· stand_whiteboard – participants occasionally use the whiteboard to draw, write and explain ideas (the tag includes things like walking along the whiteboard while writing, or stepping closer or further from it while elaborating on a point)

· stand_screen – similarly to the previous case, a participant may give a presentation standing by the projector screen, while explaining the information on the slides (like a regular, lecture-style talk). 

· other– any other similar activity that is not included in this set (for example, a participant goes to other side of the table to adjust the equipment, stands around the table and talks, or gets up and start to dance).

· move – sometimes -but not always-, the transition from one of the states above to another involves a participant moving from one location to another (covers, for example, the time from the moment a participant starts to rise from their chair, until they have reached the whiteboard); if such a movement lasts less than (approximately) 1sec, it can be ignored and incorporated into the state that follows.

Please note that Movement differs from the other schemes in that you will be doing all four participants in one pass. To make this possible a unique hotkey has been assigned for each participant for each action (see appendix p. 15). Don’t worry about overlapping actions – just work as if you are coding four separate channels, with the change to and from the default state (in this case ‘sit’) signifying the start and end of the action, regardless if it has been interrupted by a tag for another participant’s action. The easiest way to remember which hotkey corresponds to which participant will be to print out a copy of the movement tag set in the appendix and use it for reference while coding.

2.4 Trunk gesture layer

The following tags are used for coding changes in posture. Application of the tag shrug should take priority over marking all other trunk events. The tags sit_upright, lean_forward, and lean_backward describe the state of the trunk, and should be applied for the duration in which a participant remains in one of these positions.

· shrug – A sudden up-and-down movement of the shoulders; signals doubt, disdain, or indifference
· sit_upright – Trunk is upright; stative
· lean_forward – Trunk is tilted forward; stative
· lean_backward – Trunk is tilted backward; stative
· other_trunk – All other trunk events
· no_trunk (default) – No trunk event

· off_camera – Participant leaves camera view

3   The coding tool: Event Editor

Annotate AVI files using the Event Editor audio-video labeling tool, which runs exclusively in Windows.
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You will use the following features:

Events window – Located in the center of the main Event Editor window; displays annotation
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Status bar – Located at the bottom of the main Event Editor window; displays recording time in three different formats: hours:minutes:seconds.milliseconds, milliseconds, and frames
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Edit mode – Enabled by clicking the Edit check box (above the Events window); select Modify to change an event tag or start time, add a comment in the Text box, or modify Parameters; Delete to remove an event; Clear to clear all of the events in the Events window
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Playback buttons – Located below the menu bar at the top of the main Event Editor window; options include: play, stop, slow-reverse, slow- forward, reverse to beginning, and advance to end (also see media playback shortcuts in Section 4)
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Playback slider – Located at the top of the main Event Editor window below the playback buttons; use to fast-reverse or fast-forward video
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File-Save/Save-As – Use the Save As command and rename the annotation file when you begin an assignment

File-Open – Use for loading the event definition XML file (see Section 4) 

Media-Add – Use for loading AVI and WAV files

Time format – Select Milliseconds
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Windows-Event types – Lists all of the tags in the event definition XML file, along with their hot keys
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Windows-Event types buttons – For inserting events with the mouse
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4   How to do the work

a.   Get assignments.

Find out which files you have been assigned by referring to the appropriate work allocation table at http://wiki.idiap.ch/ami/IndividualActionsBrnoWorkAllocation or http://wiki.idiap.ch/ami/IndividualActionsIcsiWorkAllocation.

b.   Load files in Event Editor.

(1) Open Event Editor.

(2) Load the appropriate event definition XML file (e.g. head_rev2.xml for head events, hand.xml for hand events, etc.). You may wish to verify that you have opened the correct tag set by selecting Windows-Event types.

(3) Select Save As and name the annotation using the following file naming convention:


meetingID.participantID.gestureLayer.toolID.xml

e.g. ES2002a.PM.head.ee.xml (except for movement, in which the participant ID will be dropped)
(E = Edinburgh, S = scenario meeting, 2002 = meeting trial number, a = first meeting in the trial. Replace the ‘E’ with ‘I’ for Idiap, which starts its numbering at 1000, and ‘T’ for TNO, which starts its numbering at 3000.)

(4) Load the audio. Look for files with the 'lapelmix.wav' extension. A small window will open in Event Editor that looks like this.
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(5) Load the video. For coding head events, open the closeup video for the participant you are labeling. For example, ES2002a.PM.avi is a closeup video of the Project Manager for meeting ES2002a. For hand events, load the 'overhead' video for all Edinburgh (ES20*) meetings; and the 'L' or 'R' (left or right side of table) or ‘C’ (room view) video for all Idiap (IS10*) meetings.  It may be necessary to adjust the size of the media file window by selecting a different option under Size.
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c.   Prepare workspace.

You can choose to apply event labels by: (1) opening Event types buttons in the Windows menu and using your mouse to click on events, or (2) using the appropriate set of hot keys (see Appendix A). When using hot keys, annotators should attach labels to the keyboard with sticky notes as a means of quickly locating the appropriate hot key for an event. 

Meeting room seat/camera and scenario role correspondences can be found in Appendix B. This information will be particularly helpful in annotating deictic gestures and identifying the appropriate referent. For each meeting trial, annotators should quickly sketch a map depicting the location of the four participants by noting their scenario role IDs. Attach maps within view of the monitor as handy reference guides.

You may also wish to display the following list of Event Editor media playback shortcuts:

	Play
	Ctrl + 5

	Stop
	Ctrl + 2

	Play backward
	Ctrl + 1

	Play forward
	Ctrl + 3

	Go to beginning
	Ctrl + 4

	Go to end
	Ctrl + 6

	Go to time x
	Ctrl + g


d.   Begin annotating.

Generate a first-pass annotation by coding in real time, or as close to real time as possible. Before starting the video, select the off_camera tag. Once annotation has begun, be prepared to insert the default ‘no gesture’ tag quickly and often, as this tag will frequently be used in defining the end time of an event. 

Use the playback buttons (or shortcut keystrokes) and playback slider to control the video. Note that as you reverse, events marked as occurring later in the video will no longer be visible in the Events Window.

Select Edit to modify an event and its start time. (Identify the start of an event with the milliseconds counter on the Status Bar.)  You may find it easier to modify an event by inserting a new event at the correct time and deleting the old event. However, since your job is to code in real time, this type of modification should be kept to a minimum.
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Save your work often!

When participants switch seats, apply the off_camera tag until the new person is seated, and then continue coding events for that participant, with two important caveats: (1) You will need to add an attribute to the first event labeled for the new participant by selecting Edit and typing her scenario role ID, e.g. ‘PM’, in the Text box; (2) then return to the first event entered for the previous (original) participant, and enter his scenario role ID, e.g. ‘ME’, in Edit-Text. The same basic rules apply in the event of multiple within-meeting seat switches.

Attention head gesture annotators!

In the Event Types window under Parameters, you will see that concord_signal has been automatically attributed with the expression “form=n” (for head nods), and that discord_signal and negative_signal have been attributed with “form=s” (for head shakes). This is to reduce the amount of work involved in marking head nod and shakes.

Thus, for example, if you’ve labeled an event with the concord_signal tag, and you are content that the form used to express that gesture is a nod, no additional attribute marking is required. 

If, on the other hand, the mapping between gesture and form is different than that indicated above, select Edit-Modify, and substitute ‘n’ with ‘s’ (or visa versa), or delete everything in the Parameters box if it is some other form altogether. 

Remember that for formal head movement attributes, this annotation scheme is concerned with marking only head nods and head shakes.

e.   Check the annotation  into CVS and update the work allocation table.

f.   Edit start and end times. (Read carefully!)
A selection of the data will be precision coded. If your manager has specified that a file should be annotated in two passes, do the following:

(1) Open the realtime annotation generated in Steps a through e (above). Make sure you have checked it into CVS first!
(2) Make all necessary start and end time adjustments (see Step d).

(3) Save the annotation and complete Step e.

Appendices

Appendix A  Gesture layer tag sets

Head movement tag set

	TAG ID
	HOT KEY
	DESCRIPTION

	concord_signal
	F1
	Signals agreement, comprehension, or a positive response to a yes-no question; often characterized by a head nod

	discord_signal
	F2
	Signals uncertainty, comprehension failure, or disagreement; these are gestures which disrupt the flow of discourse; often characterized by a head shake or tilt

	negative_signal
	F3
	Signals a negative response to a yes-no question; usually characterized by a head shake

	turn_signal
	F4
	Abrupt head movement signaling an effort by the listener to take the speaking floor

	deixis_signal
	F5
	A pointing gesture involving the head

	empahasis_signal
	F6
	Signals an effort by the speaker to accentuate or highlight a particular word or phrase; often characterized by a head bob, nod, or shake

	other_comm_head
	F7
	All other communicative head gestures

	no_comm_head
	F8
	No communicative head gesture

	off_camera
	F12
	Participant leaves camera view


Hand movement tag set

	TAG ID
	HOT KEY
	DESCRIPTION

	
	LH
	BH
	RH
	

	point_p_pm
	1
	F1
	Q
	Points to Project Manager (PM)

	point_p_ui
	2
	F2
	W
	Points to User Interface Specialist (UI)

	point_p_id
	3
	F3
	E
	Points to Industrial Designer (ID)

	point_p_me
	4
	F4
	R
	Points to Marketing Expert (ME)

	point_p_other
	5
	F5
	T
	Points to non meeting participant(s); includes the experimenter and other persons, real or imagined

	point_a_slide
	6
	F6
	Y
	Points to PowerPoint slides

	point_a_whiteboard
	7
	F7
	U
	Points to whiteboard

	point_a_laptop
	8
	F8
	I
	Points to laptop or peripheral laptop device

	point_a_document
	9
	F9
	O
	Points to written document

	point_a_other
	0
	F10
	P
	Points to other artefact

	point_l
	-
	F11
	[
	Points to location

	comm_interact_a
	Z
	X
	C
	Signals an object is in focus; may involve passing, reaching for, or displaying an artifact; not for coding deictic events, e.g. pointing at an artifact, or using an artifact as a pointing device

	other_comm_hand
	,
	.
	/
	All other communicative hand gestures; includes representational and emblematic hand events, e.g. outlining the shape of a pear, or signaling the ‘okay’ hand gesture

	no_comm_hand
	N
	No communicative hand gesture; includes writing, drawing, eating, drinking, sculpting Play-Doh, holding or fiddling with an 
rtifact, etc.

	off_camera
	#
	Participant leaves camera view


Movement/Leg tag set

	TAG ID
	HOT KEYS


	DESCRIPTION

	
	PM
	ID
	UI
	ME
	

	off_camera
	F1
	F2
	F3
	F4
	outside of the camera view

	sit
	1
	2
	3
	4
	sitting at the meeting table, listening, talking, adjusting her posture, fiddling with the prototype, etc. 

	take_notes
	Q
	W
	E
	R
	writing on the notepad or computer (short interruptions in note-taking (<1-2sec) can be ignored and incorporated into the same segment). 

	stand_whiteboard
	A
	S
	D
	F
	standing at the whiteboard or walking along the whiteboard while writing, or stepping closer or further from it while elaborating 

	stand_screen
	F9
	F10
	F11
	F12
	standing at the projector screen or walking along the screen while writing, or stepping closer or further from it while elaborating

	other
	7
	8
	9
	0
	any other similar activity that is not included in this set 

	move
	U
	I
	O
	P
	moving from one location to another; if such a movement lasts less than (approximately) 1sec, it can be ignored and incorporated into the state that follows.


Trunk movement tag set

	TAG ID
	HOT KEY
	DESCRIPTION

	shrug
	F1
	A sudden up-and-down movement of the shoulders; signals doubt, disdain, or indifference

	sit_upright
	F2
	Trunk is upright; stative

	lean_forward
	F3
	Trunk is tilted forward; stative

	lean_backward
	F4
	used for describing the trunk in a backward tilting posture; refers to the state of a participant’s trunk

	other_trunk
	F5
	All other trunk events

	no_trunk
	F6
	No trunk event

	off​_camera
	F12
	Participant leaves camera view


Appendix B  Meeting room layouts and scenario role/seat correspondences

The following diagrams show the three layouts for the recording rooms at Edinburgh, Idiap and TNO. Cameras are indicated as small blue triangles, or, in the case of Edinburgh’s overhead camera, a small blue circle in the center of the table. 

For meeting room layouts at both Edinburgh and Idiap, seat and close-up camera IDs are shown as the numbers 1 through 4. These numbers map to different scenario roles for different meetings, the correspondences for which can be found to the right of these diagrams. 

Scenario role and seat correspondences for all TNO data should remain consistent across meetings, and are presented below in the TNO layout diagram.

Edinburgh (ES20*) layout


[image: image13]
ES2002a, b 3 = ME, 2 = UI, 4 = PM, 1 = ID

!ES2002c 3 = UI, 2 = ME, 4 = PM, 1 = ID
(The User Interface Specialist (UI) and Industrial Designer (ID) switch seats at 10:27 during this meeting.)
ES2002d 3 = ID, 2 = UI, 4 = PM, 1 = ME
ES2003*  3 = ID, 2 = ME, 4 = PM, 1 = UI
ES2004*  3 = ME, 2 = ID, 4 = PM, 1 = UI
ES2005*  3 = UI, 2 = ID, 4 = PM, 1 = ME

ES2006*  3 = UI, 2 = ID, 4  = PM, 1 = ME

ES2007*  3 = UI, 2 = ID, 4 = PM, 1 = ME

ES2008*  3 = UI, 2 = ID, 4 = PM, 1 = ME

ES2009*  3 = UI, 2 = ID, 4 = PM, 1 = ME

ES2010*  3 = UI, 2 = ID, 4 = PM, 1 = ME
ES2011*  3 = UI, 2 = ID, 4 = PM, 1 = ME
ES2012*  3 = UI, 2 = ID, 4 = PM, 1 = ME
ES2013*  3 = UI, 2 = ID, 4 = PM, 1 = ME

ES2014*  3 = UI, 2 = ID, 4 = PM, 1 = ME
ES2015*  3 = UI, 2 = ID, 4 = PM, 1 = ME

ES2016*  3 = UI, 2 = ID, 4 = PM, 1 = ME

Idiap (IS10*) layout

[image: image14]
IS1000a, b, c  4=UI, 2=PM, 1=ME, 3=ID

IS1000d  4=ID, 2=PM, 1=ME, 3=UI
IS1001a, b  4=ME, 2=UI, 1=PM, 3=ID

IS1001c, d  4=ME, 2=ID, 1=PM, 3=UI
IS1002*  4=ME, 2=UI, 1=PM, 3=ID
IS1003a, b  4=ME, 2=UI, 1=PM, 3=ID

IS1003c, d  4=ME, 2=ID, 1=PM, 3=UI

IS1004*  4=ME, 2=UI, 1=PM, 3=ID

IS1005*  4=ME, 2=ID, 1=PM, 3=UI

IS1006*  4=ME, 2=UI, 1=PM, 3=ID

IS1007*  4=ME, 2=UI, 1=PM, 3=ID

IS1008a, c  4=ME, 2=UI, 1=PM, 3=ME

IS1008b, d  4=ME, 2=ID, 1=PM, 3=UI
IS1009*  4=ME, 2=UI, 1=PM, 3=ID

TNO (TS30*) layout
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