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1 Introduction
This report describes a usability study of the T24 (Year 2) version of the COMIC system that focuses on Phase 3 of the interaction, where the system guides the user through a range of possible tiling options for their newly redesigned bathroom.
The goals of the study are to (1) to examine how successfully the system conveys information about tiling designs; (2) gather usability data to help guide the development of the final COMIC system; and (3) investigate the impact of facial expressions on usability.

The motivation for this third goal is as follows.  As noted in Cassell et al.’s (2001) review, earlier work on avatars (or embodied conversational agents) has shown that users often prefer interfaces with human faces to equivalent interfaces without an embodied agent, finding them more engaging or entertaining.  More recently, Nakano et al. (2003) and Sidner et al. (2004) have shown that avatars that shift their looking from the user to the objects under discussion and back can influence how much attention a user pays to the face.  However, there has been little success so far in showing that the human faces can actually improve task performance or interaction quality.  For this reason, we decided to test whether the face could improve usability, an in particular, whether facial expressions and looking behaviour could make turn-taking somewhat more intuitive in a strict half-duplex interaction.
2 Dialogue Capabilities
In Phase 3 of the interaction with COMIC, the system guides the user through some of the available tiling designs.  These designs consist of coherent sets of tiles, referred to internally as tilesets.  In the display, the current tileset is shown in the user’s bathroom, and along the bottom there are up to 5 thumbnails of other tilesets that the user may choose to look at.  In addition to selecting thumbnails with the pen/mouse, the user may also ask to see designs in a certain style or with certain colours, or to see a 3-D tour.  The system also suggests these options.

A screenshot of the display is shown below, followed by two views of the face.  On the left, the face is in a neutral position, while on the right, the eyes and head are turned to look at the bathroom display positioned to the right, and the eyebrows are raised in synch with word-level emphasis in speech.

In our study, the subjects sat in front of a table which had both the bathroom and avatar screens on it, in addition to a mouse and speakers.  The screens were side-by-side and angled towards each other.
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Part of an automatically produced transcript of the dialogue with one of the subjects appears below:

SYSTEM: Hello, and welcome to the COMIC system. 

SYSTEM: Please say something, so that we can measure the level of background noise. 

USER: "SNR_too_low"

SYSTEM: I'm sorry, but that was too quiet. 

SYSTEM: Please try to speak louder. 

…

USER: "SNR_OK"

SYSTEM: Thanks. 

SYSTEM: We are going to choose the tiles that you can use in your bathroom. 

SYSTEM: We have a range of designs for you to look at, which show a variety of styles, colours, and decorative ideas. 

SYSTEM: Each design includes a small number of tiles that have been carefully selected to go together well. 

SYSTEM: I can help you find a design that you like, and then you can see a three dimensional tour of the room. 

SYSTEM: Are you ready? 

USER: "yes"

SYSTEM: All right. 

SYSTEM: This design is classic. 

SYSTEM: The tiles are from the Alt Mettlach collection by Villeroy-and-Boch. 

SYSTEM: This is one of our most popular collections. 

SYSTEM: There are floral motifs and geometric shapes on the decorative tiles. 

SYSTEM: The tiles have an off white, terracotta and black colour scheme. 

SYSTEM: This design is modern, while this one is family. 

SYSTEM: This design is modern, while this one is country. 

SYSTEM: Please choose one of these designs to look at next. 

USER: (No speech) [Choose tileset]

SYSTEM: Sure. 

SYSTEM: As I mentioned earlier, this design is family. 

SYSTEM: It 's based on the Lollipop collection by Agrob Buchtal. 

SYSTEM: There are floral motifs and artwork on the decorative tiles. 

SYSTEM: The lollipops are always a treat for the kids. 

SYSTEM: It features blue and green in the colour scheme. 

SYSTEM: Would you like to see more family designs? 

USER: "yes"

SYSTEM: All right. 

SYSTEM: This design is also family. 

SYSTEM: Its tiles are from the Hippo collection by Engers Eurodesign. 

SYSTEM: It has artwork on the decorative tiles. 

SYSTEM: The hippos are always a hit with the kids. 

SYSTEM: Once again the tiles have a blue and green colour scheme. 

SYSTEM: You can tell me the colour or style you would like to see. 

SYSTEM: You can also see a three D tour of the current bathroom. 

SYSTEM: Let me know what you want to do. 

USER: "silencio" [Err: ASR_TIMEOUT ]

SYSTEM: I'm sorry, I couldn't quite hear you. 

SYSTEM: The styles are classic, modern, country, and family. 

SYSTEM: Some popular colours are black, green, white, and beige. 

SYSTEM: Let me know what you want to do. 

USER: "show me a three dee tour"

SYSTEM: Great. 

SYSTEM: Let's take a three dimensional look at these tiles. 

SYSTEM: Would you like to go back and look at some more tiles? 

USER: "yes"

SYSTEM: Please tell me the colour or style you want, or ask for a three D tour. 

USER: "show me country tiles"

…

USER: "show me a three dee tour"

SYSTEM: Great. 

SYSTEM: Let's take a three dimensional look at these tiles. 

SYSTEM: Would you like to go back and look at some more tiles? 

USER: "silencio" [Err: ASR_TIMEOUT ]

SYSTEM: I'm sorry, I couldn't quite hear you. 

SYSTEM: Would you like to go back and look at some more tiles? 

USER: "no"

SYSTEM: Thank you for using the COMIC system. 

SYSTEM: Good-bye. 

There were several known shortcomings in this version of the system that we expected to have an impact on usability:

· Turn-taking was subject to a strict half-duplex protocol.  The input channels were opened only after the system was finished producing its output; the user could not “barge in”, with either pen or speech, while the system was speaking. As well, the input channels were closed a few seconds after being opened, so the user had to produce input right away after being prompted.  There was no explicit indication of when the system was actually listening, as we were interested in seeing the extent to which the face could provide this information.

· The lip movements of the avatar were not always entirely in synch with the synthesised speech, and the avatar would very occasionally briefly “freeze” in the middle of an output turn.

· The gestures at objects on the bathroom display would occasionally not come out quite as planned; sometimes the pointer would start from the wrong part of the screen, or a duplicate pointer would appear.

· The manufacturer and series names were displayed on the screen along with the tiles, but none of those were included in the ASR language model and therefore could not be recognized if the user attempted to choose a design via speech.

· Among the designs in the system, there were only two in the country style and two in the family style. The colour and decoration properties of a few of the designs did not correspond exactly to what the avatar said about those designs.

· There were delays in every module of the system, which compounded to make the interaction feel sluggish overall.

3 Experimental Design

Our experiment with the face used a between-subjects design, where subjects went through Phase 3 of the COMIC system in one of two face conditions:  (1) the “expressive” condition, where lip synch, blinking, facial expressions, and head turning were enabled; or (2) the “zombie” condition, where only lip synch was enabled.  A total of 37 subjects participated in the experiment, of which 19 interacted with the system in the expressive condition, and 18 in the zombie condition.

The instructions given to the subjects appeared on a single two-sided sheet of A4 paper.  These instructions are reproduced in Appendix A.  The scenario described in the instructions is essentially the one intended for the final COMIC system. The subjects were asked to imagine that they’re in the process of redesigning their bathroom, and have entered a bathroom sales shop to look at possibilities.  Since the human sales agent is quite busy, they decide to try out the virtual salesperson, which is currently free.  To motivate subjects to pay attention, they were also asked to imagine that they needed to discuss available options with their partner at home, and would be given a chance to take notes on the designs they saw after the interaction

After giving this scenario, the instructions described the ways in which the current prototype differed from the system they were asked to imagine, then suggested several ways in which they could interact with the system.  Subjects were also told that they should look at several designs, and expect to interact with the system for 15-20 minutes.  They were also warned that the virtual sales agent would not always understand what they said, and that they could continue by either repeating their request or trying a different one.

After interacting with the system, subjects were given a form which showed pictures of all the available designs, together with the manufacturer and series names.  A representative part of the recall form appears in Appendix B.  The subjects were asked to write down what they remembered about each design that they saw, especially and notable features that they would want to discuss with their partner at home.  They were also told that the form would include some designs that they didn’t see.
Once the subjects had filled out the recall form, they were then given a questionnaire, which is reproduced in Appendix C.  The questionnaire contained 43 items on 5-point Likert scales, divided into groups for perceived task success, task ease, dialogue quality, intuitiveness, engagement and general liking.  It also contained four questions eliciting free form comments; and six demographic questions.  The questionnaire items drew in part from those listed in Walker et al. (2000) and Sidner et al. (2004), and were designed in collaboration with those used in the Phase 1 study.

In addition to the recall form and questionnaire, we also logged the subjects’ interactions with the system.  From the logs, we calculated a range of objective metrics as indicators of task success and dialogue quality.  In particular, we counted the number of unique tilesets viewed and the number of 3-D tours taken, to use as measures of task success along with recall.  We expected these objective measures of task success to be correlated  with perceived task success, and in line with Walker et. al’s PARADISE model of dialogue evaluation, we expected that overall user satisfaction could be partially predicted by task success and dialogue quality measures.

With the face conditions, we hypothesised that the avatar’s facial expressions would improve usability.  In particular, we expected that the thinking expression displayed at the end of the user’s turn would help to convey that the system was busy processing input, and that the subsequent nods, smiles or confused expressions would provide an early visual indication of the system’s success in processing user input.  We had also hoped to show that the avatar’s looking behaviour would improve conversational efficiency by helping to signal to the user when the system had come to the end of its turn; however, technical problems unfortunately prevented us from investigating this hypothesis, as the avatar often ended up turning back towards the user earlier than desired.  Finally, we expected that the avatar’s expressions would make the face appear more life-like, and thus make the interaction seem more natural.

4 Results
This section presents the results of our usability study and the experiment with the expressive and zombie face conditions.  Most of the results are given across all subjects; the results that differed depending on the face condition are discussed at the end of section 0 and in sections 0 and 0.
4.1 Robust Processing

In general, the system worked robustly, with the average dialogue lasting nearly 17 minutes.  Somewhat to our surprise, the first subject interacted with the system for almost 40 minutes.  Subsequently, a few subjects (approximately 5) were cut off if they showed signs of going on for much past 25 minutes, to allow time for the other tasks in the study. They were not interrupted while using the system, but when they got to a 3-D tour, they were requested to answer “no” when the system asked if they wanted to see more designs.
Since the first subject was allowed to continue the dialogue for longer than the remaining subjects, we considered excluding the data from this subject from the analysis.  However, doing so did not appear to substantially affect the results, and so we have included the data from this subject in the numbers reported below.
Only two subjects experienced technical problems while using the system. We have retained the data from these two subjects in the analysis, as in both cases the bugs appeared after an extended interaction. The problems were as follows:

· After subject #15 had used the system for about 18 minutes in total, one of the input-processing modules froze. This meant that the session had to be terminated at that point.

· When subject #16 was attempting to terminate the session (after approximately 20 minutes), the dialogue manager went into a loop which caused him not to be able to quit. Again, the session was terminated at that point without a successful exit.

4.2 Objective Metrics

The following metrics were automatically derived from the log files:
	Metric
	Description

	Len
	Total duration of interaction (seconds)

	SNR
	SNR time (seconds)

	SC
	SNR repeats

	OnT
	Time on task (total time – SNR time)

	Tu
	# System turns

	Ts
	Unique tilesets viewed

	Ts/Tu
	Unique tilesets / turn

	To
	3D tours

	To/Tu
	3D Tours / turn

	Er
	# System turns signalling error

	Tm
	# System turns signalling timeout

	Er/Tu
	Error rate (error + timeout / total turns)

	Tc
	TileSetChoice (“here's what you can do”)

	T1
	Level 1 TileSetChoice

	T2
	Level 2 TileSetChoice

	T3
	Level 3 TileSetChoice

	T2T3/Tu
	Level 2 + level 3 / turns (another measure of error rate)

	Swds
	Average words per system turn

	Uwds
	Average words per (recognised) user turn

	Clck
	Percentage of turns in which the user chose a tileset with the mouse

	Input
	Input delay: average time between open-microphone and message from fusion

	Fus
	Average fusion processing time

	DAM
	Average DAM processing time

	Fis
	Average time between DAM message and user-visible output


The means, standard deviations and ranges for these metrics are shown below:
	Metric
	Mean
	S.D.
	Min
	Max

	Len
	1009.81
	378.54
	393
	2397

	SNR
	58.54
	30.91
	21
	167

	SC
	3.05
	1.75
	1
	9

	OnT
	950.68
	378.87
	334
	2337

	Tu
	24.86
	10.15
	8
	57

	Ts
	9.43
	3.52
	2
	17

	Ts/Tu
	0.40
	0.12
	0.20
	0.63

	To
	2.38
	0.89
	1
	5

	To/Tu
	0.10
	0.03
	0.04
	0.18

	Er
	1.22
	2.07
	0
	11

	Tm
	3.27
	2.78
	0
	11

	Er/Tu
	0.17
	0.12
	0
	0.5

	Tc
	7.65
	4.69
	0
	25

	T1
	4.95
	2.74
	0
	14

	T2
	1.62
	1.53
	0
	7

	T3
	1.08
	1.85
	0
	8

	T2T3/Tu
	0.10
	0.10
	0.00
	0.37

	Swds
	43.50
	3.90
	37.09
	55.12

	Uwds
	1.75
	0.55
	0.79
	2.63

	Clck
	0.25
	0.06
	0.11
	0.38

	Input
	8.05
	0.84
	6.80
	10.27

	Fus
	0.51
	0.06
	0.40
	0.63

	DAM
	0.16
	0.03
	0.12
	0.25

	Fis
	2.66
	1.37
	1.00
	4.97


Excluding signal-to-noise ratio calibration, the dialogues lasted about 16 minutes on average, with substantial variation in length (s.d. over 6 minutes), and a range of 3.5 minutes to nearly 39 minutes.  Signal-to-noise ratio calibration typically added another minute to the dialogue.  There were about 25 turns per dialogue, with a correspondingly large range of 8-57 turns (s.d. over 10).
Users viewed more than 9 different tilesets on average (s.d. about 3.5, range 2-17), accounting for 40% of the user turns (s.d. 12%, range 20-63%).  Tilesets viewed more than once were not counted in this measure.  They also took more than 2 3-D tours (s.d. 0.89, range 1-5), making up 10% of their turns (s.d. 3%, range 4-18%).  We consider these objective measures of task success to be quite promising.

The number of turns where the system signalled an error averaged only 1.22, but with substantial variation (s.d. 2.07, range 0-11), and a larger number of time outs, averaging 3.27 (s.d. 2.78, range 0-11).  A total of 17% of the turns had either an error message or a time out (s.d. 12%, range 0-50%). 

The number of times the system provided the TileSetChoice message, with a brief description of user options, was fairly high, averaging 7.65 (s.d. 4.69, range 0-25); and the number of Level 1 TileSetChoice messages was 4.95 (s.d. 2.74, range 0-14).  Note, however, that these messages were not always given in error situations.  The number of more detailed Level 2 and Level 3 TileSetChoice messages —which were only provided in error situations, and in the case of the Level 3 messages, only in repeated error situations — averaged 1.62 and 1.08, respectively, but with substantial variance (s.d. 1.53 and 1.85, ranges 0-7 and 0-8, respectively).  A total of 10% of the turns had a Level 2 or 3 TileSetChoice message (s.d. 10%, range 0-37%).

Taken together, the number of turns signalling an error, with a timeout or providing a TileSetChoice message indicate that the dialogues did not always go as smoothly as we would like.  The variation across subjects is especially of concern, as it confirms our impression that some users had a particularly difficult time using the system.  Looking at the relationship between the number of unique tilesets viewed, dialogue length and the error rate, we find that while dialogue length is strongly positively correlated with the number of tilesets viewed (r=0.70, p < 0.001), the error rate exhibits a fairly strong negative correlation (r=-0.41, p=0.006, one-tailed), as expected.
The final sets of numbers provide further statistics on the dialogues.  System turns were much longer than user ones, averaging over 43 words to just 1.75 per turn.  One quarter of user turns involved choosing a tileset with a mouse, which was almost always successful.  On average, over 8 seconds passed between the time the microphone was opened and Fusion sent a message to the DAM, with just 0.5 seconds of this time taken up by Fusion’s processing itself; although this number is not easy to interpret, determining how much time passed from the time the user finished speaking until his or her input was processed would require detailed analysis of the videos.  The DAM’s processing took only an additional 0.16 seconds on average.  However, Fission and the rest of the output modules took 2.66 seconds on average to produce a response (s.d. 1.37, range 1.00-4.97), which was more than we had anticipated.  Note that with Fission, the response delay differed substantially between the two face conditions:  in the expressive condition, the face offered visual feedback first, in 1.40 seconds on average, while in the zombie condition, there was no feedback before the verbal response, which took 3.99 seconds on average.
4.3 Recall

The recall forms were separately coded by two judges (Mary Ellen Foster and Michael White).  For each atomic fact conveyed to a subject about a tileset, each judge indicated whether the subject recalled that fact in the notes they took on the recall form.  The two judges then met to discuss the 21 discrepancies between the two codings, and came up with an agreed coding containing 408 recalled facts, across the 37 subjects.  Several of the discrepancies involved simple oversights.  Most of the remaining discrepancies involved colour terms; for example, whether white and off white should be considered equivalent. These discrepancies were resolved by going with the stricter interpretation used by one or the other judge.
There were four categories of atomic facts: style, colour, decoration and “canned text”.  After coding, the colour and decoration facts conveyed for a tileset were grouped for scoring purposes — to avoid giving them excessive weight — yielding recall scores between 0-1 per tileset for colour and for decoration.  For example, if the system mentioned that a tileset had four colours, and the subject recalled three of them, recall for colour on that tileset was scored as ¾.  Similarly, if the system mentioned that a tileset had floral motifs and artwork on the decorative tiles, and the subject noted the artwork, recall for decoration on that tileset was scored as ½.  Using this scoring scheme, the following table provides the number of facts conveyed to and recalled by each subject:

	
	Facts Conveyed
	
	Facts Recalled

	
	Mean
	S.D.
	Min
	Max
	
	Mean
	S.D.
	Min
	Max

	Style
	13.92
	3.48
	5
	19
	
	4.30
	2.54
	0
	10

	Colour
	10.95
	4.22
	2
	19
	
	1.52
	1.58
	0
	6.5

	Decoration
	9.41
	3.48
	2
	17
	
	1.68
	1.80
	0
	5.5

	Canned text
	5.35
	2.00
	1
	10
	
	0.89
	0.84
	0
	3

	All
	39.62
	12.02
	10
	62
	
	8.38
	4.96
	1.5
	20.17


Dividing the facts recalled by those conveyed yields the recall rate:

	
	Recall Rate

	
	Mean
	S.D.
	Min
	Max

	Style
	0.31
	0.17
	0
	0.77

	Colour
	0.13
	0.12
	0
	0.43

	Decoration
	0.18
	0.19
	0
	0.67

	Canned text
	0.18
	0.21
	0
	1

	All
	0.21
	0.11
	0.05
	0.52


On average, the subjects were told a total of 39.62 facts and recalled 8.38 of them, for a recall rate of about 21%.  We consider this level of recall promising, since the goal of the interaction is not for users to remember everything the system has told them, but rather to retain the information that is of most interest to them.

Looking at the relationship between the number of tilesets viewed and recall, we found no correlation (r=0.02) with recall rate, while we found a fairly strong correlation (r=0.49, p < 0.001) with absolute recall, as expected.  With dialogue length, the relationship was less clear, as there was a slight negative correlation (r=-0.14) with recall rate, and a positive correlation (r=0.20) with absolute recall, but neither correlation was significant at the p=0.1 level.

4.4 Questionnaire

4.4.1 Demographics
Of the 37 subjects, 24 were male and 13 were female.  No attempt was made to balance males and females across the two conditions.  As it turned out, the gender balance was more even in zombie condition, where there were 10 male and 8 female subjects, than it was in the expressive condition, where there were 14 male and 5 female subjects.

All subjects were native speakers of English, with all but 5 native British speakers.  The responses to the remaining demographic questions follow:

· Age:  average 23, standard deviation 4.6 years

· Time spent on a computer per day:  average 4.6, where response 4 = between 1-2 hours/day, and response 5 = between 2-4 hours/day

· Computing experience:  average 3.38, where response 3 = intermediate, and response 4 = advanced

· Programming experience:  average 2.28, where response 2 = beginner, and response 3 = intermediate
Perceived Task Success
The questionnaire responses for the perceived task success items (on a 5-point scale) appear below:

	
	Mean
	S.D.
	Min
	Max

	1. I was able to use the system successfully.
	3.43
	1.04
	1
	5

	2. I was able to look at a range of tiling designs.
	4.12
	0.86
	2
	5

	3. I was able to find a design that was relevant to me.
	3.49
	0.90
	2
	5

	4. I was able to take at least one 3-D tour of the bathroom.
	4.84
	0.37
	4
	5

	Overall Success (Q1-Q4)
	3.97
	0.59
	2.5
	4.75


Overall, perceived task success was good, with an average of almost 4 (3.97) for items Q1-Q4 together.  As expected, absolute recall was positively correlated with perceived success (r=0.41, p=0.006, one-tailed), as was the number of tilesets viewed, though less so (r=0.24, p=0.075, one-tailed); the recall rate was correlated at a level between these two (r=0.33, p=0.023, one-tailed).  Conversely, the error rate was strongly negatively correlated with perceived success (r=-0.55, p < 0.001).
User Satisfaction
The questionnaire responses for the task ease, dialogue quality, intuitiveness, engagement and general liking items appear in the following tables:

	
	Mean
	S.D.
	Min
	Max

	5. It was easy to use the system.
	3.00
	1.03
	1
	5

	6. It was easy to look at a range of tiling designs.
	3.27
	1.02
	1
	5

	7. It was easy to find a design that was relevant to me.
	3.05
	1.08
	1
	5

	8. It was easy to take a 3-D tour of the bathroom.
	3.68
	1.25
	1
	5

	Overall Ease (Q5-Q8)
	3.25
	0.81
	2
	4.5


	
	Mean
	S.D.
	Min
	Max

	9. The system understood what I said to it.
	2.69
	0.89
	1
	5

	10. The system understood what I pointed to on the screen.
	4.27
	1.04
	1
	5

	11. The system responded quickly to my requests.
	2.30
	0.74
	1
	4

	12. It seemed natural when the system pointed to items on the screen.
	3.78
	1.03
	2
	5

	13. I found it helpful when the system pointed to items on the screen.
	3.86
	0.86
	2
	5

	14. The facial expressions seemed natural.
	2.73
	1.22
	1
	5

	15. I found the facial expressions helpful.
	2.68
	1.08
	1
	5

	16. I found the voice easy to understand.
	3.86
	0.95
	2
	5

	17. The system gave me useful information about the designs.
	3.46
	0.99
	1
	5

	18. It was easy to follow what the system told me about the designs.
	3.78
	0.58
	2
	5

	19. The system told me too much about the designs at once.
	2.73
	0.93
	1
	5

	20. The system told me the same things about the designs over and over.
	3.68
	0.82
	2
	5

	Overall Quality (Q9-Q18, Q19-Q20 inverted)
	3.25
	0.41
	2.42
	4


	
	Mean
	S.D.
	Min
	Max

	21. The system worked the way I expected it to.
	3.38
	0.72
	2
	4

	22. It felt natural to look from one screen to the other.
	3.16
	1.24
	1
	5

	23. I knew what I could say or do at each point in the conversation.
	2.49
	0.93
	1
	5

	24. I knew when to begin speaking.
	2.24
	0.95
	1
	4

	25. It was clear what to do when the system misunderstood me.
	2.92
	1.09
	1
	5

	26. I found the system to be cooperative during the conversation.
	3.19
	0.88
	1
	5

	27. I found the system to be flexible during the conversation.
	2.51
	0.90
	1
	4

	28. I felt in control when using the system.
	2.70
	0.91
	1
	4

	29. I felt confused when using the system.
	2.89
	0.97
	1
	5

	30. I felt frustrated when using the system.
	3.26
	1.21
	1
	5

	31. I found the system complicated to use.
	2.11
	0.66
	1
	4

	Overall Intuitiveness (Q21-Q28, Q29-Q31 inverted)
	2.94
	0.54
	1.55
	3.82


	
	Mean
	S.D.
	Min
	Max

	32. I found the conversation engaging.
	2.14
	0.89
	1
	4

	33. I found it exciting to interact with the system.
	2.81
	1.13
	1
	5

	34. I was so involved in the interaction that I lost track of time.
	2.38
	1.04
	1
	4

	35. I felt tense when using the system.
	2.86
	1.06
	1
	5

	36. I really had to concentrate to use the system.
	2.57
	0.93
	1
	4

	37. I found the conversation boring.
	3.24
	0.80
	2
	5

	Overall Engagement (Q32-Q34, Q35-Q37 inverted)
	2.77
	0.48
	1.67
	3.83


	
	Mean
	S.D.
	Min
	Max

	38. I liked using the system.
	3.27
	0.93
	1
	5

	39. I found the system to be friendly.
	3.54
	0.80
	2
	5

	40. I found the system to be knowledgeable.
	3.51
	0.69
	2
	5

	41. The system appeared to be intelligent.
	3.00
	1.08
	1
	5

	42. I think the system gave me accurate information about the tiles available.
	3.84
	0.60
	2
	5

	43. I would like to use the system again.
	3.14
	0.95
	1
	5

	Overall Liking (Q38-Q43)
	3.38
	0.53
	2.50
	4.67


The overall values for task ease, dialogue quality, intuitiveness, engagement and general liking may be summarised and combined into an overall user satisfaction measure, as follows:

	
	Mean
	S.D.
	Min
	Max

	Overall Ease (Q5-Q8)
	3.25
	0.81
	2
	4.5

	Overall Quality (Q9-Q18, Q19-Q20 inverted)
	3.25
	0.41
	2.42
	4

	Overall Intuitiveness (Q21-Q28, Q29-Q31 inverted)
	2.94
	0.54
	1.55
	3.82

	Overall Engagement (Q32-Q34, Q35-Q37 inverted)
	2.77
	0.48
	1.67
	3.83

	Overall Liking (Q38-Q43)
	3.38
	0.53
	2.50
	4.67

	Overall Satisfaction (Overall Ease – Overall Liking)
	3.12
	0.42
	2.22
	3.71


As the table shows, overall satisfaction was slightly positive, as were overall task ease, quality and general liking; in contrast, overall intuitiveness was neutral, and overall engagement was slightly negative.  Drilling down, on the positive side, we found that subjects tended to agree that

· it was easy to look at a range of tiling designs (Q6, somewhat) and to take a 3-D tour (Q8); 

· the system understood what they pointed to (Q10); the system’s pointing gestures were natural (Q12) and helpful (Q13); the voice was easy to understand (Q16); and the system gave useful information (Q17) which was easy to follow (Q18);

· the system worked the way they expected it to (Q21, somewhat) and was not complicated (Q31);

· they did not have to concentrate too hard to use the system (Q36); and 

· they liked the system (Q38, somewhat), found it friendly (Q39) and knowledgeable (Q40); and thought it gave them accurate information about the tiles (Q42).

However, on the negative side, we also found that subjects tended to disagree that 

· the system understood what they said (Q9) and responded quickly (Q11); the facial expressions seemed natural (Q14, somewhat) and helpful (Q15, somewhat); and the system conveyed the right amount of information at once (Q19, somewhat) without being repetitive (Q20);

· they knew what they could say or do at each point (Q23) and when to begin speaking (Q24); the system was flexible (Q27, somewhat); and they felt in control (Q28);

· the conversation was engaging (Q32), involving (Q34), and not boring (Q37, somewhat).

User Comments
The subjects provided a large number of comments, which appear in the tables below, grouped into categories and sorted by frequency.  Note that some comments appear under more than one category, when they make multiple points.  Comments given by subjects in the expressive or zombie condition are prefaced with [x] or [z], respectively.

	What was the hardest part about interacting with the system?

	ASR problems (15) 

· [x] Making it understand me 

· [x] Speech recognition for: "Show me a 3D tour". (More feedback from talking head such as "speak louder"/"slower"/"more clearly" - on say third and subsequent attempts) 

· [x] Getting my voice to be recognised by it. 

· [x] Getting it to understand / hear what I was saying 

· [x] Getting it to understand voice commands 

· [x] It didn't understand me. Then I got distracted trying to make it understand. 

· [x] The small range of phrases understood by the system made it not much more natural than a normal GUI, while being quite a bit slower. 

· [x] Didn't feel that the system understood me and felt slightly uncomfortable talking to it because of this. 

· [x] trying to get the talking head to understand me and knowing what should be the next step. 

· [x] Getting it to understand speech. 

· [z] Getting it to recognise my words/speech 

· [z] Sometimes it did not understand me - and I would have to repeat myself after listening to his 'speech' again. 

· [z] Getting it to recognise/understand me asking for a 3D tour. Either that or the sometimes lack of info about what options are available, such as what styles of tile are available to view. 

· [z] The timing (responsiveness of the conversation). It seemed to have a hard time working out what I said (I found it was I who had to adapt). 

· [z] Getting it to understand the colours I was asking for. I had to repeat myself several times. 

	Not knowing when to speak (9) 

· [x] I didn't know when it had finished speaking, compared to just pausing, so that I could begin. 

· [x] Knowing when to speak or act, and being patient while waiting for a response. Sometimes speech was a bit tough to understand. 

· [x] Not knowing "what to say"; It did not explain "what to say" to e.g. choose a colour, choose a certain design; Very little time to think about decisions 

· [z] Knowing when to speak and what I was allowed to say. 

· [z] Knowing when to speak: I didn't know if I could interrupt or how long to wait before repeating a question. I also forgot what the exact phrase to use was and it didn't understand my version. 

· [z] I didn't know when to speak because it was quite slow. Sometimes I didn't know whether I should speak or I should click on something. 

· [z] Knowing when to speak so that the system was taking in what you said. 

· [z] Knowing when to speak 

· [z] when you spoke too soon and thus entered into a spiralling loop of confusion and it was difficult to get back on track. 

	Slow response (6) 
· [x] I wanted to move around the designs and displays quickly and I didn't feel the system allowed me to do this 

· [x] Knowing when to speak or act, and being patient while waiting for a response. Sometimes speech was a bit tough to understand. 

· [z] slow reaction of the system 

· [z] Often there was a significant delay between my speech and its response, making me think that I may have had to repeat my statement. 

· [z] Slowness, having to "hear out" the computer - not being able to say "what else do you have?" if it was obviously not what I wanted - still had to hear the entire description 

· [z] The timing (responsiveness of the conversation). It seemed to have a hard time working out what I said (I found it was I who had to adapt). 

	Not knowing what can be done (6) 

· [x] a. I had no idea whether there were more tiles available than the ones on the screen or not; b. I had no idea if the tiles came as sets or if parts of the scheme (e.g. the floor) could be changed 

· [x] Remembering options available or being unclear about them e.g No blue 

· [x] trying to get the talking head to understand me and knowing what should be the next step. 

· [x] Trying to remember what styles were available for me to choose from. 

· [z] Slowness, having to "hear out" the computer - not being able to say "what else do you have?" if it was obviously not what I wanted - still had to hear the entire description 

· [z] Getting it to recognise/understand me asking for a 3D tour. Either that or the sometimes lack of info about what options are available, such as what styles of tile are available to view. 

	No barge-in (5)
· [x] Not being able to interrupt it and ask it a question. 

· [z] Sometimes it did not understand me - and I would have to repeat myself after listening to his 'speech' again. 

· [z] The inability to interrupt (though it is rude, we do it and expect shop assistants to adjust). Waiting for responses from avatar. 

· [z] Slowness, having to "hear out" the computer - not being able to say "what else do you have?" if it was obviously not what I wanted - still had to hear the entire description 

· [z] The volume of speech required slowed down the process when commands needed to be repeated. 

	Voice problems (2) 
· [x] Knowing when to speak or act, and being patient while waiting for a response. Sometimes speech was a bit tough to understand. 

· [x] The voice had an unnatural rhythm which made it hard to follow. It sounded like separate recordings had been pieced together. 

	Not knowing what to say (2)
· [x] Not knowing "what to say"; It did not explain "what to say" to e.g. choose a colour, choose a certain design; Very little time to think about decisions 

· [z] Knowing when to speak: I didn't know if I could interrupt or how long to wait before repeating a question. I also forgot what the exact phrase to use was and it didn't understand my version. 

	No practice (1)
· [z] The start, just getting used to it. 

	Other (1)
· [z] I had seen a tile I liked at the start but I couldn't remember what style or group it was so I had to search for ages. 


	What was the easiest part?

	Mouse easy (22) 

· [x] Circling the tiles I wanted to see. 

· [x] Selecting a tile design 

· [x] Clicking mouse 

· [x] Clicking - and even that took several tries. 

· [x] Choosing the tiles to look at by circling them. 

· [x] Selecting with mouse 

· [x] Selecting from the displayed tiles 

· [x] Using the mouse - the avatar always understood what I meant. 

· [x] Asking to see tiles on screen and in the 3-D tour. 

· [z] Using the mouse so I didn't have to spend as long waiting for the system to understand what I was saying. 

· [z] Choosing which design to view - it always understood when I circled a tile and asked it to show me. 

· [z] Selecting tiles. 

· [z] circling items w. mouse 

· [z] Circling the designs; yes/no questions 

· [z] Circling tiles to look at. 

· [z] Choosing a design to look at. 

· [z] Using a combination of visual and auditory (spoken) cues to select tiles. 

· [z] Choosing tile designs 

· [z] Drawing the circles round the tile you wanted to view! 

· [z] Selecting a tile to view, from within the currently visible selection. 

· [z] Circling the tiles manually 

· [z] Asking for 3D tours and circling the tiles you were interested in. 

	3-D tours easy (6) 

· [x] Seeing the range of tiles and getting 3D tours 

· [x] Seeing a 3-D tour 

· [x] Asking to see tiles on screen and in the 3-D tour. 

· [z] Taking a 3D-tour. 

· [z] Taking a 3-D tour 

· [z] Asking for 3D tours and circling the tiles you were interested in.  

	Yes-no questions easy (3) 
· [x] When I responded in the affirmative to a prompting by the computer 

· [x] Answering yes/no questions 

· [z] Circling the designs; yes/no questions 

	Knowing what to do easy (2) 

· [x] Manoeuvring throughout the sequence of options. despite not having many options present, I knew where I was and where I could go at all times. 

· [z] I knew what commands to choose from at all times 

	Slow response (1)

· [z] Using the mouse so I didn't have to spend as long waiting for the system to understand what I was saying.

	Other (7) 

· [x] The method of using it. 

· [x] choosing which was my favourite scheme 

· [x] Listening to the information / instructions 

· [x] When the time was right, interacting was very easy. 

· [x] deciding whether I liked the schemes or not 

· [z] very predictable 

· [z] Exiting the system  


	Did the system behave unexpectedly? If so, how?

	ASR problems (10)
· [x] It gave me different tiles and colours at most requests ie. different to what I'd asked. 

· [x] I expected it would understand/hear me more easily 

· [x] A few times; when I asked to see new designs the computer sometimes did not know what I was asking 

· [x] It didn't understand me + it crashed. 

· [x] I have no idea why it went from the gardenia to a choice of two completely different yellow tiles. 

· [z] At one point I asked for a 3D tour, but he showed me green coloured tile designs! 

· [z] Didn't understand what I was saying at times. I told it I didn't want to look at any more tiles and it showed me more. If I was in a store that would annoy me. 

· [z] On being asked to show "black" colours, it displayed designs with "yellow" in them. 

· [z] A couple times it showed me a range of pink/rose tiles when I hadn't requested it. 

· [z] Misunderstood me a couple of times and gave me green tiles when I asked for blue and yellow. 

	Better content (4)
· [x] At the start of the run, it began describing the tiles on the screen before I had selected one. 

· [z] by describing tiles it had already described 

· [z] I did not expect it to say anything other than "okay" when it answered a statement. I was surprised when it said "cheers". I smiled at that. 

· [z] It seemed to loop and repeat itself a few times. Not sure when it was finished speaking.

	Face unnatural (3)
· [x] I found the facial expression for "speak again" unnatural 

· [x] Yes. Some facial expressions seemed odd. 

· [x] Yes: at first I did not understand why it was cocking its head to one side and looking up. I think it was meant to indicate the program was processing information, the equivalent of a mouse pointer becoming an egg timer.

	Slow response (2)
· [x] It was slower to respond to answers than I expected it to be. 

· [z] Slow - gap between user input and response makes you wonder if it has understood. Sometimes mouse appeared not to work.

	Not knowing when to speak (2)
· [x] Seemed to start speaking just when I did a lot of the time 

· [z] It seemed to loop and repeat itself a few times. Not sure when it was finished speaking.

	Voice problems (2)
· [x] Some of the speech sounded fragmented or pieced together - sometimes like it was starting to say something and finished with something else. This made it unclear at times. 

· [x] sometimes it wasn't clear what he was saying

	Voice good (1)
· [z] Wasn't expecting it to speak in Scottish accent and say things like 'great'

	Not knowing what to say (1)
· [x] Did not prompt on _how_ to e.g. choose colour ... etc.

	Crash (1)
· [x] It didn't understand me + it crashed.

	Other (2)
· [x] Yes. I was surprised that it remembered which tiles I had seen before, saying "as I said before ..." 

· [z] Not really, though I was unsure how loud I had to speak 


	In what ways should the system be improved?

	Slow response (11) 

· [x] Quicker and maybe a touch screen so you can move quickly between designs yourself. You could then hear relevant information about the design if you liked a particular one 

· [x] Personal touch, i.e. information about how the tiling would work in my house. Maybe better instructions initially from the system, as in, please wait for pen, etc. Of course a bit faster, or maybe something to fill the time when it is thinking. 

· [x] It has to understand faster. It should also be okay with me interrupting by clicking or talking. 

· [x] Quicker response to answers. I didn't feel that having the animated head added anything as I usually looked at the screen showing the tiles and not at the second screen. 

· [z] I think the voice recognition would have to be more accurate and quicker to make the system more fluent to use. I think it should only tell you about the tiles you're interested in. Also perhaps improving the graphics would help you feel less like you're talking to a computer. 

· [z] quicker response time; greater range of options; perhaps just easier to make selections on the screen without the talking head 

· [z] Be quicker, that would make it easier to both use and understand. 

· [z] Quicker response to your speech and to better understand your speech. 

· [z] The face could do with hair and teeth!! more natural interaction (responses with more variety in descriptive phrases or attention to specific aspects of tiling designs). Faster responses to subjects' requests, or possibly some form of acknowledgement that the request is being processed. 

· [z] Faster processing, ability to move to a diff. section without hearing all about current section first. 

· [z] Not so long a pause between speaking. Maybe more guidance - for example instead of showing you the same designs again it could say that there aren't any more would you like to see some again or would you like to see new designs. 

	Face unnatural (7)

· [x] I wasn't sure if there were facial prompts to say something again. Didn't know if repeating something made any difference (within the same part of asking me to select). 

· [z] I think the voice recognition would have to be more accurate and quicker to make the system more fluent to use. I think it should only tell you about the tiles you're interested in. Also perhaps improving the graphics would help you feel less like you're talking to a computer. 

· [z] The face. It can be a bit unnerving the way it stares at you. 

· [z] Speech should be understood. The moving mouth is good but the staring eyes are scary. They should move too. The comments the head makes should sometimes be a bit more personal rather than sounding like he is reading the manufacturer's brochure. More descriptive words like fresh, airy, easy to clean etc. He should try to relate the bathroom to the customer's everyday life. 

· [z] The face could do with hair and teeth!! more natural interaction (responses with more variety in descriptive phrases or attention to specific aspects of tiling designs). Faster responses to subjects' requests, or possibly some form of acknowledgement that the request is being processed. 

· [z] The unblinking avatar is off-putting. The lip movements do not correspond to what it is saying. User should be able to control the 3D view. 

· [z] All on the same screen. More natural "rhythm" of conversation (eg. instant interruptions). what expressions? Only the mouth moved... 

	Better content (6)

· [x] Allow the user to ask for more info about a tile; Give the user the option of looking at similar tiles, i.e. similar to what the user is looking at now; Allow the user to interrupt 

· [x] Don't give as much information at once (wait for input before describing tiles) 

· [x] Personal touch, i.e. information about how the tiling would work in my house. Maybe better instructions initially from the system, as in, please wait for pen, etc. Of course a bit faster, or maybe something to fill the time when it is thinking. 

· [z] I think the voice recognition would have to be more accurate and quicker to make the system more fluent to use. I think it should only tell you about the tiles you're interested in. Also perhaps improving the graphics would help you feel less like you're talking to a computer. 

· [z] Speech should be understood. The moving mouth is good but the staring eyes are scary. They should move too. The comments the head makes should sometimes be a bit more personal rather than sounding like he is reading the manufacturer's brochure. More descriptive words like fresh, airy, easy to clean etc. He should try to relate the bathroom to the customer's everyday life. 

· [z] Not so long a pause between speaking. Maybe more guidance - for example instead of showing you the same designs again it could say that there aren't any more would you like to see some again or would you like to see new designs.

	Not knowing what can be done (6)

· [x] Maybe a list of commands or some information on designs of tiles otherwise don't really know which you want to see. 

· [x] It would be helpful to have a written summary on one screen of the available options. I wanted to look at styles other than Modern but I did not know how to ask for this until he listed the possible styles. 

· [x] Perhaps by have a small options bar at the bottom. It could have designs you would like to see again - by asking if you'd like to keep those on a list, and perhaps have a list of the main types of tiles ("classic", "modern" etc) so people can remember what's available. 

· [z] more reminders of the options available at any particular point; more structure within the groups of tiles available instead of displaying a random assortment at the bottom of the screen. [tree diagram] this would make it easier to navigate 

· [z] possibly by having a command available, that when said, causes the system to give you a list of possible options (since it doesn't always tell you exactly what options are available) 

· [z] More interaction with a mouse/pen. An overview screen of all the possible styles/colours/etc. from the beginning 

	ASR problems (6) 

· [x] Improved voice recognition 

· [x] Better voice recognition 

· [x] Its comprehension + function (i.e. not crashing) 

· [z] I think the voice recognition would have to be more accurate and quicker to make the system more fluent to use. I think it should only tell you about the tiles you're interested in. Also perhaps improving the graphics would help you feel less like you're talking to a computer. 

· [z] Speech should be understood. The moving mouth is good but the staring eyes are scary. They should move too. The comments the head makes should sometimes be a bit more personal rather than sounding like he is reading the manufacturer's brochure. More descriptive words like fresh, airy, easy to clean etc. He should try to relate the bathroom to the customer's everyday life. 

· [z] Quicker response to your speech and to better understand your speech. 

	No barge-in (5)

· [x] Allow the user to ask for more info about a tile; Give the user the option of looking at similar tiles, i.e. similar to what the user is looking at now; Allow the user to interrupt 

· [x] It has to understand faster. It should also be okay with me interrupting by clicking or talking. 

· [z] More info about tiles e.g Price, diff. colour range, etc.; Quicker responses from head; close-ups of single tiles; more tiles with motif designs; a 'skip' facility - if you don't want to hear the same speech again 

· [z] Faster processing, ability to move to a diff. section without hearing all about current section first. 

· [z] All on the same screen. More natural "rhythm" of conversation (eg. instant interruptions). what expressions? Only the mouth moved...

	Use GUI (5)
· [x] Allow mouse clicking on tiles + thumbnails. Have icons on the bathroom screen which allow 3D tours, exit etc. 

· [x] user-friendliness. clarity. a) clear indication (e.g. light on screen) of when to speak; b) clear introduction at beginning to give you time to get used to the situation; c) MENU of options of things you can do/select always on screen to make it clear how specific you can be. 

· [x] Circling things on screen feels unnatural, people are used to clicking; there should be better visual feedback of what is going on, in addition to the voice telling you what to do. 

· [x] Allowing navigation by using the mouse, for when the spoken instructions don't work. 

· [z] quicker response time; greater range of options; perhaps just easier to make selections on the screen without the talking head

	Better feedback (3) 

· [x] Circling things on screen feels unnatural, people are used to clicking; there should be better visual feedback of what is going on, in addition to the voice telling you what to do. 

· [z] The face could do with hair and teeth!! more natural interaction (responses with more variety in descriptive phrases or attention to specific aspects of tiling designs). Faster responses to subjects' requests, or possibly some form of acknowledgement that the request is being processed. 

· [z] Flexibility, avatar feedback after you've made a request and are waiting.

	Not knowing when to speak (2)
· [x] user-friendliness. clarity. a) clear indication (e.g. light on screen) of when to speak; b) clear introduction at beginning to give you time to get used to the situation; c) MENU of options of things you can do/select always on screen to make it clear how specific you can be. 

· [x] I wasn't sure if there were facial prompts to say something again. Didn't know if repeating something made any difference (within the same part of asking me to select).

	Not knowing what to say (2) 

· [x] Have letters 1-5 to represent tiles, rather than names that are asking to be mispronounced; State conversation etiquette/protocol at beginning e.g. "show me ..."; There should be a "finished" or "leave" command 

· [x] Maybe a list of commands or some information on designs of tiles otherwise don't really know which you want to see.

	Voice problems (1)
· [z] Only minor pronunciation problems lead me to have to think twice about what was being said eg. first syllable in _cer_amic pronounced differently

	Didn’t look at face (1) 

· [x] Quicker response to answers. I didn't feel that having the animated head added anything as I usually looked at the screen showing the tiles and not at the second screen.

	Practice (1)
· [x] user-friendliness. clarity. a) clear indication (e.g. light on screen) of when to speak; b) clear introduction at beginning to give you time to get used to the situation; c) MENU of options of things you can do/select always on screen to make it clear how specific you can be.

	Go back (1) 

· [z] I think you should be able to go back to the start by saying something like "main menu".

	Crash (1)
· [x] Its comprehension + function (i.e. not crashing)

	Other (1)
· [x] having subtitles under the talking head


	Do you have any further comments on this study?

	Voice good (5)
· [x] Liked the life-like nature of head. Could the sys. be improved by a help menu for the allowed dialog to use? ie I was unsure if "yes" and "no" were recognisable or if "yes-please" would be recognised. Didn't know if I had to click on tiles or "circle" them with the pointer. Did the talking head have a native accent? If so, I thought this was good. Liked how head turned towards other screen during 3D tour. 

· [x] Good choice of voices. 

· [z] Liked the 'computer head' - Graphics (of head) were quite realistic as was his voice (far nicer than speaking to a 'computer voice') 

· [z] Very interesting to interact with an AV system in this way - I was impressed by the natural intonation patterns of the speech - though some speech was a little "rough", and did not align directly with the facial (mouth) movements of the avatar. Could also have done with being more expressive, possibly more friendly or personal, perhaps smiling occasionally. 

· [z] I found that I didn't really pay much attention to the face, possibly because there's no need to look at the person speaking to you if it's a computer system - that and the voice was clear enough anyway. 

	Face good (4)

· [x] Liked the life-like nature of head. Could the sys. be improved by a help menu for the allowed dialog to use? ie I was unsure if "yes" and "no" were recognisable or if "yes-please" would be recognised. Didn't know if I had to click on tiles or "circle" them with the pointer. Did the talking head have a native accent? If so, I thought this was good. Liked how head turned towards other screen during 3D tour. 

· [x] The system never thought I said something that I didn't (although it often had no idea what I'd said). I liked the fact that it didn't stop to ask for confirmation of what I'd said. Some of the facial expressions were very amusing, which contributed to making the system fun to use. 

· [z] The head is great - like Holly in Red Dwarf!! I think I would use this kind of thing on the net before going to a shop to get preliminary ideas and see what's available. I didn't think it was necessary to see the head all the time because mainly you are looking at the designs. 

· [z] Liked the 'computer head' - Graphics (of head) were quite realistic as was his voice (far nicer than speaking to a 'computer voice') 

	Use GUI (3)

· [x] Neat, but I wouldn't roll out just yet. Until the head has the patter of a real tile salesman, I don't think he's going to be more useful than a standard encarta style multimedia interface w/ info and pics/tours all navigated by mouse/pen/touch screen. 

· [x] The system cannot do anything that could not be done quicker with a mouse. It just has a set of commands it can follow which might as well be buttons on a GUI. A speech-based interface would seem more appropriate if it could understand more complex sentences, e.g. "show me a 3-d tour of this one (point to tile) and then this one (point to tile)" 

· [z] My frustration was this would be cool w/ a touchscreen and no voice - the face doesn't add much visually and he speaks slowly and lacks flexibility 

	Didn’t look at the face (3)

· [z] The head is great - like Holly in Red Dwarf!! I think I would use this kind of thing on the net before going to a shop to get preliminary ideas and see what's available. I didn't think it was necessary to see the head all the time because mainly you are looking at the designs. 

· [z] I found that I didn't really pay much attention to the face, possibly because there's no need to look at the person speaking to you if it's a computer system - that and the voice was clear enough anyway. 

· [z] I found that I concentrated on the screen with the bathroom much more than the screen with the face. As a result, I only noticed the facial expressions when I was giving a spoken command. If the face was in the corner of the bathroom screen, I might have paid more attention to it. 

	Face unnatural (3)

· [z] a more friendly looking face would be better, including hair. 

· [z] Very interesting to interact with an AV system in this way - I was impressed by the natural intonation patterns of the speech - though some speech was a little "rough", and did not align directly with the facial (mouth) movements of the avatar. Could also have done with being more expressive, possibly more friendly or personal, perhaps smiling occasionally. 

· [z] I found the avatar less helpful than it should have been. Even just some change in its facial expressions during processing would help. Overall though ... quite good. Speech processing was good. No accent trouble ... just a little slow. 

	Slow response (2)

· [z] I found the avatar less helpful than it should have been. Even just some change in its facial expressions during processing would help. Overall though ... quite good. Speech processing was good. No accent trouble ... just a little slow. 

· [z] If it could just work faster maybe, then everything would gell together more seamlessly.  

	Better content (2)

· [x] Neat, but I wouldn't roll out just yet. Until the head has the patter of a real tile salesman, I don't think he's going to be more useful than a standard encarta style multimedia interface w/ info and pics/tours all navigated by mouse/pen/touch screen. 

· [z] A greater variety of cov???/links. It was irritating to hear "As I said before..." again and again. Descriptions did not match the tiles sometimes.  

	Voice problems (2)

· [z] Very interesting to interact with an AV system in this way - I was impressed by the natural intonation patterns of the speech - though some speech was a little "rough", and did not align directly with the facial (mouth) movements of the avatar. Could also have done with being more expressive, possibly more friendly or personal, perhaps smiling occasionally. 

· [z] The pitch accents on new information were helpful but a couple times they sounded unnatural "This one"

	Not knowing what to say (2)

· [x] Liked the life-like nature of head. Could the sys. be improved by a help menu for the allowed dialog to use? ie I was unsure if "yes" and "no" were recognisable or if "yes-please" would be recognised. Didn't know if I had to click on tiles or "circle" them with the pointer. Did the talking head have a native accent? If so, I thought this was good. Liked how head turned towards other screen during 3D tour. 

· [z] needs instructions on whether it is OK to say 'can I have a 3D view please' or if you have to say '3D view'

	ASR good (2)

· [x] Speech recognition quite good compared to others I have used 

· [z] I found the avatar less helpful than it should have been. Even just some change in its facial expressions during processing would help. Overall though ... quite good. Speech processing was good. No accent trouble ... just a little slow.

	Not knowing when to speak (1)
· [x] You should not have to see a tour, then say no. It is not natural, or a clear chain of command to reach this outcome. You should be given more time to make a decision, or at least a "do you need more time" prompt. Clearly highlight e.g. red box, around item require highlighted

	ASR problems (1)
· [z] When saying colours people need to say them very clearly and just say the colour - I found this helped about half way through. It seems like a good idea once I had settled into using it I got more confident and I wouldn't be worried about using it again.

	Better feedback (1)
· [z] I found the avatar less helpful than it should have been. Even just some change in its facial expressions during processing would help. Overall though ... quite good. Speech processing was good. No accent trouble ... just a little slow.

	Practice (1)
· [z] Perhaps a practice run at having some sort of conversation with the computer before using the bathroom showroom would help you get used to the idea.

	Other (7)
· [x] This will work really well once the little bits have been ironed out. 

· [x] If the system was running in a shop (or was improved) I would certainly give it a try, but only if there were no people available. 

· [x] good fun 

· [x] It's a good idea for a system and I'd use it if it were more coherent. 

· [z] the 3D tours didn't seem to show the decorative tiles on the pattern 

· [z] It was interesting and is definitely a good idea, but it has to be made quicker and more able to understand people first. If these were done then I would think it was a great tool and very handy to my shopping needs, but at the moment it would just bore and frustrate me. 

· [z] The good graphics put me off the light blue and turquoise colours which I usually love. You should maybe tone them down a bit! 


The counts of user comments — and subjects making those comments — across these questions appear below, by category and condition (expressive, zombie), and sorted by frequency.  Note that some subject made comments falling into the same category multiple times, so the subject counts are sometimes lower than the comment counts.

	
	Comments
	
	Subjects

	Category
	Total
	X
	Z
	
	Total
	X
	Z

	ASR problems
	32
	18
	14
	
	22
	12
	10

	Mouse easy
	22
	9
	13
	
	22
	9
	13

	Slow response
	22
	7
	15
	
	15
	4
	11

	Not knowing when to speak
	14
	7
	7
	
	13
	6
	7

	Face unnatural
	13
	4
	9
	
	12
	4
	8

	Better content
	12
	5
	7
	
	12
	5
	7

	Not knowing what can be done
	12
	7
	5
	
	9
	5
	4

	No barge-in
	10
	3
	7
	
	8
	3
	5

	Use GUI
	8
	6
	2
	
	8
	6
	2

	Voice problems
	7
	4
	3
	
	7
	4
	3

	Not knowing what to say
	7
	5
	2
	
	5
	3
	2

	3-D tours easy
	6
	3
	3
	
	6
	3
	3

	Voice good
	6
	2
	4
	
	5
	2
	3

	Didn’t look at face
	4
	1
	3
	
	4
	1
	3

	Face good
	4
	2
	2
	
	4
	2
	2

	Better feedback
	4
	1
	3
	
	3
	1
	2

	Yes-no questions easy
	3
	2
	1
	
	3
	2
	1

	Practice
	3
	1
	2
	
	3
	1
	2

	Knowing what to do easy
	2
	1
	1
	
	2
	1
	1

	ASR good
	2
	1
	1
	
	2
	1
	1

	Crash
	2
	2
	0
	
	2
	2
	0

	Go back
	1
	0
	1
	
	1
	0
	1

	Other
	18
	11
	7
	
	13
	7
	6


Applying a chi-square test of independence revealed a significant difference in the slow response category.  The observed frequencies for the number of subjects mentioning slow response is given in the table below, followed by the frequencies expected under the null hypothesis that mentioning slow response is independent of the face condition.

	Observed frequencies
	Mentioned slow response
	Didn't mention it
	Row Total

	Expressive condition
	4
	15
	19

	Zombie condition
	11
	7
	18

	Total
	15
	22
	37


	Expected frequencies
	Mentioned slow response
	Didn't mention it
	Row Total

	Expressive condition
	7.70
	11.30
	19

	Zombie condition
	7.30
	10.70
	18

	Total
	15
	22
	37


According to the chi-square test, the probability that just 4 out of 15 subjects mentioning slow response would be in the expressive condition is 0.013. This suggests that the visual feedback provided by the facial expressions in advance of the verbal responses helped to mitigate the system’s perceived sluggishness in responding.

4.5 Further Analysis
4.5.1 User Satisfaction

To better understand the factors that influence user satisfaction, we examined the relationship between overall user satisfaction (as defined in the preceding section) and the face condition, main demographic factors, primary objective metrics, and absolute and relative recall.  The legend and correlation matrix for these variables appear below:

	Variable
	Description

	Satis
	Overall user satisfaction

	Zomb
	Zombie condition indicator

	Male
	Male subject indicator

	CX
	Computing experience

	PX
	Programming experience

	OnT
	Time on task (total time – SNR time)

	Tu
	# System turns

	Ts
	Unique tilesets viewed

	To
	3D tours

	Er
	# System turns signalling error

	Tm
	# System turns signalling timeout

	T2
	Level 2 TileSetChoice

	T3
	Level 3 TileSetChoice

	AR
	Absolute recall

	RR
	Recall rate


	 
	Satis
	Zomb
	Male
	CX
	PX
	OnT
	Tu
	Ts
	To
	Er
	Tm
	T2
	T3
	AR
	RR

	Satis
	1
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Zomb
	0.08
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	PX
	-0.15
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	0.68
	1
	
	
	
	
	
	
	
	
	
	

	OnT
	0.15
	0.15
	-0.11
	-0.23
	-0.27
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	Tu
	0.10
	0.22
	-0.15
	-0.22
	-0.26
	0.98
	1
	
	
	
	
	
	
	
	

	Ts
	0.34
	0.35
	-0.25
	-0.26
	-0.28
	0.70
	0.69
	1
	
	
	
	
	
	
	

	To
	0.27
	0.32
	-0.26
	-0.06
	-0.13
	0.53
	0.59
	0.70
	1
	
	
	
	
	
	

	Er
	-0.06
	-0.16
	0.16
	0.08
	0.04
	0.67
	0.61
	0.12
	-0.03
	1
	
	
	
	
	

	Tm
	-0.09
	-0.06
	0.03
	-0.08
	-0.22
	0.52
	0.54
	0.00
	0.15
	0.41
	1
	
	
	
	

	T2
	-0.06
	0.06
	0.08
	-0.13
	-0.21
	0.69
	0.66
	0.17
	0.05
	0.67
	0.69
	1
	
	
	

	T3
	-0.30
	-0.07
	0.22
	0.08
	0.21
	0.28
	0.30
	-0.20
	-0.14
	0.50
	0.62
	0.48
	1
	
	

	AR
	0.44
	0.16
	-0.41
	-0.24
	-0.18
	0.17
	0.20
	0.49
	0.47
	-0.22
	0.00
	-0.21
	-0.23
	1
	

	RR
	0.33
	0.02
	-0.36
	-0.21
	-0.14
	-0.18
	-0.14
	0.02
	0.13
	-0.31
	0.02
	-0.32
	-0.14
	0.85
	1


The correlations that are significant at the p=0.05 level (one-tailed) are highlighted.  Applying multivariate linear regression in the forward direction yielded a model with three terms, where absolute recall (AR) and the number of unique tilesets viewed (Ts) contribute positively to overall user satisfaction (Satis), and the number of Level 3 TileSetChoice messages (T3) contributes negatively:


Satisf = 2.78 + 0.028 * AR – 0.045 * T3 + 0.016 * Ts

This model accounts for 25% of the variance in user satisfaction, and is significant at the p=0.02 level (two-tailed).  Note that choosing recall rate (RR) instead of absolute recall yielded an essentially equivalent model, likewise accounting for 25% of the variation, and with the same p-value:


Satisf = 2.61 + 1.07 * RR – 0.046 * T3 + 0.035 * Ts

The finding that our two most direct measures of task success, recall and tilesets viewed, together with a measure of repeated errors (Level 3 TileSetChoice messages), are significant predictors of user satisfaction is not unexpected, given Walker et al.’s (2000) earlier results using the PARADISE framework, where task completion and recognition rate have typically been found to be strong predictors of user satisfaction with spoken language dialogue systems.  (Note that without manual transcriptions of the interactions, we are unable to compute the recognition rate for our experiments.) 

Face Conditions

To help judge the effect of the face conditions on usability, we performed t-tests to determine whether the means for the objective metrics and questionnaire items differed significantly between the expressive and zombie conditions.  With most of the metrics and questionnaire items, the t-test revealed no significant difference.  The cases where a significant difference was found appear below:

	
	Expressive
	Zombie
	
	

	Metric / Item
	Mean
	S.D.
	Mean
	S.D.
	p
	tails

	Unique tilesets viewed
	8.26
	3.35
	10.67
	3.34
	0.036
	2

	Percentage of turns using mouse
	0.23
	0.065
	0.27
	0.058
	0.047
	2

	Overall Success (Q1-Q4)
	3.77
	0.67
	4.18
	0.40
	0.031
	2

	Q5. It was easy to use the system.
	2.68
	0.95
	3.33
	1.03
	0.053
	2

	Q6. It was easy to look at a range of tiling designs.
	2.95
	1.03
	3.61
	0.92
	0.046
	2

	Overall Ease (Q5-Q8)
	2.95
	0.75
	3.57
	0.77
	0.017
	2

	Q15. I found the facial expressions helpful.
	3.05
	1.13
	2.28
	0.89
	0.014
	1

	Q28. I felt in control when using the system.
	2.42
	0.84
	3.00
	0.91
	0.051
	2


In line with our prediction that facial expressions would improve usability, the average response for questionnaire item 15, concerning the helpfulness of these expressions, was significantly higher in the expressive condition.  However, contrary to our expectations, the subjects in the zombie condition viewed significantly more tilesets than those in the expressive condition, and had a higher percentage of turns with mouse input.  Additionally, the subjects in the zombie condition gave higher average responses for overall perceived success (average of items 1-4) and overall ease (average of items 5-8); and with borderline significance, they also gave higher average responses for items 5, 6 and 30, concerning how in control subjects felt.

Gender

To examine whether gender had an influence on usability, we likewise performed t-tests to determine whether the means for the objective metrics and questionnaire items differed significantly between male and female subjects.  With most of the metrics and questionnaire items, the t-test revealed no significant difference.  However, with absolute recall and recall rate, as well as the sub-cases of colour and style recall, significant differences were found, as shown below:

	
	Male
	Female
	
	

	Metric / Item
	Mean
	S.D.
	Mean
	S.D.
	p
	tails

	Absolute recall
	6.91
	4.99
	11.09
	6.91
	0.012
	2

	Recall rate
	0.10
	0.11
	0.27
	0.18
	0.026
	2

	Absolute colour recall
	2.01
	1.08
	2.36
	1.06
	0.015
	2

	Colour recall rate
	0.14
	0.11
	0.19
	0.10
	0.039
	2

	Absolute style recall
	2.29
	2.38
	5.69
	3.54
	0.012
	2

	Style recall rate
	0.16
	0.16
	0.40
	0.26
	0.013
	2


Face Conditions and Gender Interaction

As noted above, tilesets viewed and recall are strong predictors of overall user satisfaction, while the face conditions had a significant effect on tilesets viewed, and gender had a significant effect on recall.  Given these findings, we decided to examine whether the face conditions and gender interacted in their effects.

Applying multivariate linear regression to the number of tilesets viewed, using the face conditions, gender and the other demographic factors as predictors, yielded a model where the zombie condition contributed positively to tilesets viewed, while computer experience contributed negatively:


Ts = 12.87 + 2.25 * Zomb – 1.35 * CX
This model accounts for 17% of the variance in tilesets viewed, and is significant at the p=0.04 level (two-tailed).  In contrast, including gender as a predictor instead of computer experience yielded a model that accounted for less than 16% of the variance, and was not quite significant at the p=0.05 level.  Additionally, we found no interaction between the face conditions and gender, as adding a predictor for males in the zombie condition yielded a negligible increase in the R2 value, and a substantially lower F-score.

For absolute recall, the best two-variable model included females as a positive contributor and computer experience as a negative one:


AR = 10.59 + 3.77 * Female – 1.05 * CX
This model accounts for 18% of the variance in absolute recall, and is significant at the p=0.03 level (two-tailed).  By way of comparison, including the zombie condition as a predictor instead of computer experience yielded a model that was slightly worse, accounting for 17% of the variance and significant at the p=0.04 level; in this model, the zombie condition was a positive contributor: 


AR = 6.56 + 4.01 * Female + 0.85 * Zomb
Surprisingly, including a predictor for males in the zombie condition revealed a substantial interaction between gender and the face conditions, as doing so produced a much better model than either of these two-variable ones:


AR = 5.77 + 7.02 * Female – 2.75 * Zomb + 5.50 * Male * Zomb
This model accounts for 24% of the variance in absolute recall, and is significant at the p=0.03 level.  Note that in this model, males in the zombie condition are predicted to recall substantially more facts than those in the expressive condition, whereas females in the zombie condition are predicted to recall somewhat fewer facts than those in the expressive condition.  This pattern may be seen in the following interaction diagram, which — turning the zombie/expressive comparison around — shows how recall appears to have dropped off with males in the expressive condition, whereas recall seems to have increased with females in the expressive condition:
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Using recall rate instead of absolute recall yielded a similar picture, though with somewhat lower significance values.  

It is not obvious what the source of this interaction might be.  One possibility is that on average, the males in the study took less interest in the bathroom redesign task, and thus were more easily distracted by what the expressive face was doing.  Another possibility is that the females were better able to divide their attention between the bathroom display and the expressive face, and thus much less prone to being distracted from paying attention to the tiling designs.
5 Discussion and Future Work

5.1 Effect of the Expressive Face

Our hypothesis that the avatar’s facial expressions would improve usability was partially confirmed. We expected that the thinking expression displayed at the end of the user’s turn would help to convey that the system was busy processing input, and that the subsequent nods, smiles or confused expressions would provide an early visual indication of the system’s success in processing user input, mitigating the system’s perceived sluggishness in responding verbally.  Evidence that these expectations were met comes from differential responses to questionnaire item 15, where subjects in the expressive condition found the system’s expressions significantly more helpful, and from the frequency in which subjects mentioned the system’s slow response as an issue in their comments.  Note that there was no significant difference in subjects’ response to questionnaire item 11, concerning how quickly the system responded.  This may have been due to the subjects’ interpreting this statement as referring primarily to the system’s verbal response; in future studies, it may therefore be helpful to ask whether the system reacted quickly, rather than responded quickly.
We had also hoped to show that the avatar’s looking behaviour would improve conversational efficiency by helping to signal to the user when the system had come to the end of its turn and was thus ready for input.  Unfortunately though, technical problems prevented us from investigating this hypothesis, as the avatar often ended up turning back towards the user in the middle of the system turn, rather than before the final system utterance.  The looking behaviour may nevertheless have played a role in the surprising negative effects of the expressive face condition on task success, task ease and feeling in control.  In Sidner et al.’s (2004) study involving technology demonstrations given by a talking robotic penguin, they found that in the condition where the robot could turn its head towards the demonstration table, subjects paid more attention to the robot, and appear to have adjusted their looking based on the robot’s looking.  In line with their findings, it is likely that the expressive face attracted the subjects’ attention more than the zombie one; examining the videos and counting the number of times subjects looked back from the bathroom display to the face would help to confirm whether paid more attention to the avatar in the expressive condition.  However, in contrast to Sidner et. al’s study, we found that the expressive face had a negative impact on task success and ease.  This may have been because the expressive face to some extent distracted subjects from the task of examining the different tiling possibilities, without improving the interaction enough to compensate for the distraction.  Another possibility is that the expressive face raised users’ expectations of the system’s abilities, thereby encouraging subjects to use voice input rather than the mouse relatively more often than in the zombie condition, which was generally a less successful strategy.

Finally, we had expected that the avatar’s expressions would make the interaction seem more natural and thus improve usability.  However, we found no significant differences in the perceived naturalness of the face (questionnaire item 14), general liking, or overall satisfaction.  Note that twice as many subjects in the zombie condition mentioned that the face was unnatural than in the expressive condition, but the frequencies were too low to reach significance at the p=0.1 level.  The reason that general liking and overall satisfaction were not significantly affected may be that the positive and negative effects of the expressive face cancelled each other out, and/or that any effect of the face condition was swamped by the overall clumsiness of the multimodal interaction.

5.2 System Improvements

Our study has shown that the Year 2 version of the COMIC system works robustly in Phase 3, with good task success, both objective — in terms of the number of tilesets viewed, 3-D tours taken and facts recalled — and perceived — in terms of questionnaire items 1-4.  However, there was considerable variance in how smoothly the dialogues went.  Given this variance, it was not surprising that overall satisfaction (questionnaire items 5-43) was only slightly positive, as were overall task ease (items 5-8), quality (items 9-20) and general liking (items 38-43); in contrast, overall intuitiveness (items 21-31) was neutral, and overall engagement (items 32-37) was slightly negative.

Since our analysis has shown that user satisfaction is partially predicted by task success — in terms of tilesets viewed and facts recalled — together with a measure of repeated errors, there is good reason to believe that changes to the system that improve task success and dialogue quality will yield improvements in user satisfaction.  In the rest of this section, we will list some of the Phase 3 system improvements that appear to be worth pursuing, given what we have learned during this study.  To get an impression of the most pressing needs for improvement, the following table presents examples of the most frequently mentioned comments:

	Category
	Comments
	Example

	ASR problems
	32
	It didn't understand me. Then I got distracted trying to make it understand.

	Mouse easy
	22
	Using the mouse [was the easiest part] - the avatar always understood what I meant.

	Slow response
	22
	I wanted to move around the designs and displays quickly and I didn't feel the system allowed me to do this.

	Not knowing when to speak
	14
	Knowing when to speak so that the system was taking in what you said [was the hardest part].

	Face unnatural
	13
	[A] more friendly looking face would be better, including hair.

	Better content
	12
	The comments the head makes should sometimes be a bit more personal rather than sounding like he is reading the manufacturer's brochure. More descriptive words like fresh, airy, easy to clean etc.

	Not knowing what can be done
	12
	Perhaps [the system could be improved] by have a small options bar at the bottom. It could have designs you would like to see again […] and perhaps have a list of the main types of tiles ("classic", "modern" etc) so people can remember what's available.

	No barge-in
	10
	It has to understand faster. It should also be okay with me interrupting by clicking or talking.

	Use GUI
	8
	The system cannot do anything that could not be done quicker with a mouse. It just has a set of commands it can follow which might as well be buttons on a GUI.

	Voice problems
	7
	Some of the speech sounded fragmented or pieced together - sometimes like it was starting to say something and finished with something else.

	Not knowing what to say
	7
	Could the sys. be improved by a help menu for the allowed dialog to use?


Better Use of Pen/Mouse and Screen

A brief glance at the preceding table indicates that many of the most frequently mentioned problems with the system could be ameliorated through better use of the pen/mouse and screen.  Many users reported problems with ASR, weren’t sure when to speak or what to say exactly, and wanted a clearer idea of the available options.  At the same time, they found using the mouse easy, but were frustrated by the system’s slow response, and quite a few users ended up suggesting the use of menus or buttons.

These observations suggest that the Phase 3 interaction would work much better if it were reconceptualised as augmenting, rather than replacing, a graphical user interface with multimodal conversational capabilities.  To keep the bathroom display from becoming cluttered, a single options menu could be used to access available commands.  Clicking on this menu could pop up a list of options, with labels that suggest wordings that users should try when making spoken requests.  In this way, users could see what their available options are, and learn what words to use when speaking to the system.  Of course, after describing a tileset, the avatar could still make suggestions as to what the user might like to try next, thereby keeping the dialogue mixed-initiative.  Moreover, with generally smoother interactions, such suggestions could come after time-outs, which could often signal that the user wasn’t sure what to look at next — and thus would appreciate a suggestion — rather than that the user tried to speak when the system wasn’t listening, or spoke too softly.

To address the issue of response speed, taps/clicks from the pen/mouse should receive instant visual feedback and a quick response, as users have come to expect from good GUI designs.  Technically, this would require the underlying ViSoft application to respond immediately, then inform the rest of the COMIC system that it has done so.  Whether this could be achieved straightforwardly, or would lead to thorny issues with keeping the system in a consistent state, is not clear at present.

Smoother Turn Taking

There are several ways in which turn taking could be improved:  

First, the technical problems with the avatar’s looking behaviour should be resolved, so that its gaze remains on the bathroom display until the final utterance.  

Second, even with improved looking behaviour, there will likely be times when the user is uncertain as to whether the system is listening.  For these times, it may make sense to augment the feedback from the face with a microphone icon, which would explicitly indicate when the microphone is on.  In this conception, the face would be a large, visually salient source of hopefully intuitive but not completely precise clues as to when the system is actually listening.  In contrast, a microphone icon would be a small but completely accurate source of the same information.  As users become familiar with how the system works, they should eventually be able to rely almost exclusively on the face.
Third, there should be a command for quitting the system without going through a 3-D tour, and the go-back functionality for returning to previous tilesets should be completed.

And fourth, as suggested by various users, the technical issues with implementing barge-in should be addressed, at least with pen/mouse input.  At a minimum, this requires keeping the system open to pen/mouse input at all times, and making Fission capable of stopping the system’s output, at least at sentence boundaries.  A related requirement is that the dialogue history be updated on a sentence-by-sentence basis, rather than on a per-turn basis.  Further issues may arise in keeping the system in a coherent state if users input several commands in rapid succession.

Better Content
The content of the system’s output should be improved as follows:

First, as requested by some users, the system should say less during its turns on average.  At the same time, it should also be prepared to elaborate on a design if a user remains interested in it, or returns to see it again later in the interaction.

Second, in response to requests conveyed only through the pen/mouse, the system should usually avoid using verbal acknowledgements, which seem rather unnatural.  Also, when commands to change the display (e.g. with 3-D tours) are initiated prior to a verbal response, acknowledgements should definitely be avoided.

Third, the system was found to occasionally produce annoyingly repetitive output, which should be avoided.  The worst case we found was when a user asked to see designs in a certain style, and ended up seeing a set of previously seen designs.  In this case, the system produced output like “Here are some modern designs [pointing at thumbnails]. This design [pointing at focused tileset] is modern. These designs [pointing at thumbnails] are modern.”  Fission produces such output when the DAM instructs Fission to confirm the user request, describe the current tileset and mention the style, and mention the style (current search dimension) of the other thumbnails.  For this reason, Fission ends up mentioning the style three times, but says nothing else, as it has already conveyed the rest of the content associated with the current tileset.  Note that the output is not nearly as clumsy when searching by colour rather than style, as there can be multiple values for the colour attribute.  In any case, to avoid annoying repetition, we will need to refine how content selection responsibilities are divided between DAM and Fission. 
And fourth, the system should avoid “dead ends” where only a single thumbnail is shown and the user is forced to choose the next action.  Instead, in these situations, the DAM should make a suggestion as to what to see next; also, it should help to avoid getting into such situations by never offering suggestions that would lead to a limited choice of tilesets to see.
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A. Appendix:  Instructions
The instructions given to the subjects appear below.

Scenario

For this study, imagine that you and your partner have been thinking about redesigning one of the bathrooms in your home.  One Saturday afternoon, when out shopping, it starts to rain heavily, so you decide to pop into a bathroom design showroom.  There are several people already waiting to speak with the lone sales consultant, but in the corner there is a computer system with a virtual salesperson (or “avatar”), that is currently free.  After looking around the showroom for a while, you decide to give the system a try.

The system consists of a tablet computer for designing your new bathroom, a screen which shows the avatar’s face, and a microphone for talking to the avatar. At the beginning of the session, the avatar asks you to say something to check the level of background noise.  You say “testing, testing, one two three”.  The avatar says that’s fine, then asks you to enter the dimensions of your bathroom, along with the locations of the doors and windows.  You use the pen and your voice to provide this information.  Next, the avatar helps you to select the furniture for your new bathroom.  After that, the system guides you through the range of tiling designs available, commenting on their notable features.  You look at several designs, in different styles and colours, and with different decorative ideas.  After you have found a design that you like, you take a three dimensional look around the room to get a full effect. You continue browsing through different designs until you have a good idea about the tiles that are available, and the ones that you particularly like or dislike.

At the end of your session, the system prints out the tiling designs you looked at.  You write down some notes about the designs, and take the printouts home to show your partner.

Using the system in this study

In this study, you will interact with a prototype version of the system described above, called COMIC, for Conversational Multimodal Interaction with Computers.  Since the study focuses on the part of the session where you select a tiling design, we will skip the phases where you input your room dimensions and where you select the furniture.  That is, the avatar will ask you to say something to check the level of background noise, and then you will go directly to the step where you browse through the tiles.

You should look at several tiling designs.  You can choose a design to look at by circling the thumbnail at the bottom of the screen and saying “Show me this one”.  (Note that this prototype does not have a pen interface, so you will use a mouse to do the circling.)  You can also ask to see designs with a different colour, or in a different style.

The avatar will sometimes make suggestions as to what to do next—for example, it might suggest styles to look at, or might ask if you want to take a 3D tour now. You can follow these suggestions if you want, or you are free to ask to do something else instead.

At any time, you can ask to see a 3D tour of the room, by saying “show me a 3D tour”. Once you've seen the tour, you can go back and continue browsing through the tile designs. When you feel like you have a good idea of the range of designs available, you can end the session by taking one final 3D tour of the room. As a guideline, it should take about 15-20 minutes to use the system.

Note that the avatar does not understand English perfectly, so there will be times when it doesn’t understand what you say at all, or misunderstands what you say.  To continue, you can either repeat your request, or try a different one.

Taking notes on the tiling designs

After using the system, you will be given a printout showing the available tiling designs.  For each design that you saw, write down what you remember about the design, especially any notable features, as though you planned to take these notes home to show your partner. You don't have to write anything for the designs that you didn't see.

Filling in the questionnaire

After writing down your notes on the designs, you will be a given a questionnaire to fill out, in order to provide feedback on the system.

B. Appendix:  Recall Form
The recall form included all the tilesets, in alphabetical order, in a two-column layout across four A4 pages, with space for subjects to write down what they remembered about the designs they saw.  Each tileset included the manufacturer and series, plus the thumbnail view and a screenshot of the design in the bathroom.  Part of the first column of the first page appears below.
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C. Appendix:  Questionnaire
The questionnaire given to the subject after interacting with the system appears below.

For this questionnaire, we would like you to think about your experiences as a participant in this study. 

Please answer every question.  There are no wrong answers; we are interested in your opinions.    

Answer the questions in the order that they appear.

Many of the following questions have a rating scale next to them, and ask for the degree to which you agree or disagree with a given statement.  For example, the following question asks for the degree to which you agree or disagree with the statement “The weather is sunny today”:

Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	The weather is sunny today.
	1
	2
	3
	4
	5


For example, if you thought it was a very cloudy day, you would circle the number 1, indicating that you completely disagree with the statement.  On the other hand, if you thought it was a fairly sunny day, you might circle the number 4, indicating that you agree with the statement.

Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	1. I was able to use the system successfully.
	1
	2
	3
	4
	5

	2. I was able to look at a range of tiling designs.
	1
	2
	3
	4
	5

	3. I was able to find a design that was relevant to me.
	1
	2
	3
	4
	5

	4. I was able to take at least one 3-D tour of the bathroom.
	1
	2
	3
	4
	5


Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	5. It was easy to use the system.
	1
	2
	3
	4
	5

	6. It was easy to look at a range of tiling designs.
	1
	2
	3
	4
	5

	7. It was easy to find a design that was relevant to me.
	1
	2
	3
	4
	5

	8. It was easy to take a 3-D tour of the bathroom.
	1
	2
	3
	4
	5


Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	9. The system understood what I said to it.
	1
	2
	3
	4
	5

	10. The system understood what I pointed to on the screen.
	1
	2
	3
	4
	5

	11. The system responded quickly to my requests.
	1
	2
	3
	4
	5

	12. It seemed natural when the system pointed to items on the screen.
	1
	2
	3
	4
	5

	13. I found it helpful when the system pointed to items on the screen.
	1
	2
	3
	4
	5

	14. The facial expressions seemed natural.
	1
	2
	3
	4
	5

	15. I found the facial expressions helpful.
	1
	2
	3
	4
	5

	16. I found the voice easy to understand.
	1
	2
	3
	4
	5

	17. The system gave me useful information about the designs.
	1
	2
	3
	4
	5

	18. It was easy to follow what the system told me about the designs.
	1
	2
	3
	4
	5

	19. The system told me too much about the designs at once.
	1
	2
	3
	4
	5

	20. The system told me the same things about the designs over and over.
	1
	2
	3
	4
	5


Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	21. The system worked the way I expected it to.
	1
	2
	3
	4
	5

	22. It felt natural to look from one screen to the other.
	1
	2
	3
	4
	5

	23. I knew what I could say or do at each point in the conversation.
	1
	2
	3
	4
	5

	24. I knew when to begin speaking.
	1
	2
	3
	4
	5

	25. It was clear what to do when the system misunderstood me.
	1
	2
	3
	4
	5

	26. I found the system to be cooperative during the conversation.
	1
	2
	3
	4
	5

	27. I found the system to be flexible during the conversation.
	1
	2
	3
	4
	5

	28. I felt in control when using the system.
	1
	2
	3
	4
	5

	29. I felt confused when using the system.
	1
	2
	3
	4
	5

	30. I felt frustrated when using the system.
	1
	2
	3
	4
	5

	31. I found the system complicated to use.
	1
	2
	3
	4
	5


Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	32. I found the conversation engaging.
	1
	2
	3
	4
	5

	33. I found it exciting to interact with the system.
	1
	2
	3
	4
	5

	34. I was so involved in the interaction that I lost track of time.
	1
	2
	3
	4
	5

	35. I felt tense when using the system.
	1
	2
	3
	4
	5

	36. I really had to concentrate to use the system.
	1
	2
	3
	4
	5

	37. I found the conversation boring.
	1
	2
	3
	4
	5


Please circle the number that best indicates your opinion

	
	1

completely disagree
	2

disagree
	3

neither agree nor disagree
	4

agree
	5

completely agree

	38. I liked using the system.
	1
	2
	3
	4
	5

	39. I found the system to be friendly.
	1
	2
	3
	4
	5

	40. I found the system to be knowledgeable.
	1
	2
	3
	4
	5

	41. The system appeared to be intelligent.
	1
	2
	3
	4
	5

	42. I think the system gave me accurate information about the tiles available.
	1
	2
	3
	4
	5

	43. I would like to use the system again.
	1
	2
	3
	4
	5


What was the hardest part about interacting with the system?

What was the easiest part?

Did the system behave unexpectedly?  If so, how?

In what ways should the system be improved?

Do you have any further comments about this study?

On average, how long do you spend on a computer each day? Please circle your answer.



•     0-10 minutes per day



•     10-30 minutes per day



•     30-60 minutes per day



•     1-2 hours per day



•     2-4 hours per day



•     More than 4 hours per day

How would you describe your computer experience?



•     No Experience



•     Beginner



•     Intermediate



•     Advanced 

How would you describe your computer programming experience?  



•     No Experience



•     Beginner



•     Intermediate



•     Advanced 

Age:  _______

Gender:  
Male / Female

Are you a native speaker of British English?   
Yes / No
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